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We present a caricature generation framework based on shape and style
manipulation using StyleGAN. Our framework, dubbed StyleCariGAN, au-
tomatically creates a realistic and detailed caricature from an input photo
with optional controls on shape exaggeration degree and color stylization
type. The key component of our method is shape exaggeration blocks that
are used for modulating coarse layer feature maps of StyleGAN to pro-
duce desirable caricature shape exaggerations. We first build a layer-mixed
StyleGAN for photo-to-caricature style conversion by swapping fine layers
of the StyleGAN for photos to the corresponding layers of the StyleGAN
trained to generate caricatures. Given an input photo, the layer-mixed model
produces detailed color stylization for a caricature but without shape exag-
gerations. We then append shape exaggeration blocks to the coarse layers
of the layer-mixed model and train the blocks to create shape exaggerations
while preserving the characteristic appearances of the input. Experimental
results show that our StyleCariGAN generates realistic and detailed cari-
catures compared to the current state-of-the-art methods. We demonstrate
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StyleCariGAN also supports other StyleGAN-based image manipulations,
such as facial expression control.

CCS Concepts:̂Computing methodologies ! Image processing.

Additional Key Words and Phrases: 2D caricature, StyleGAN, shape exag-
geration block, layer-swapping
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1 INTRODUCTION
A caricature is a type of portrait wherein artists exaggerate the most
recognizable characteristics of their subjects while oversimplifying
other characteristics. To draw a caricature, artists have to learn how
to not only paint in cartoon style but also capture and exaggerate
the most salient facial features, which requires long time of training
for development. Even after developing the skills, artists can take
hours or even days to draw a single piece of caricature. Automatic
computational strategies for photo-to-caricature translation can
reduce the training and production burdens and make caricatures
readily available for the general public.

Early studies in caricature generation [Akleman 1997; Akleman
et al. 2000; Gooch et al. 2004] suggested methods to capture and
deform facial geometric features, but they relied on user interaction
to produce impressive results. Several automatic caricature genera-
tion methods were proposed, but their artistic styles were limited
to pre-de�ned rules [Brennan 1985; Le et al. 2011; Mo et al. 2004].

Recent deep learning algorithms for image-to-image translation
can �nd a mapping from an input domain to an output domain
given training examples, but giving a proper supervision to learn
automatic photo-to-caricature translation is not trivial. A straight-
forward way would be to collect photo-caricature pairs, but the
challenge is that photos and caricatures only have weak correspon-
dences. For example, the caricatures corresponding to one person
can vary in pose, expression, and exaggeration style. Constructing
pairs using only the identity matching would make a sparse dataset
for training photo-to-caricature translation.

Unpaired image-to-image translation algorithms such as Cycle-
GAN [Zhu et al. 2017] can be trained without explicit pairing be-
tween input and output training examples. However, these unpaired
image-to-image translation approaches still have a challenge when
crossing domains using a sparse dataset such as photo and caricature
dataset. Simply using a generic unpaired image-to-image translation
approach does not result in realistic and visually pleasing results, as
demonstrated in [Cao et al. 2018]. It seems the supervision between
the photo domain and the caricature domain must be speci�cally
crafted because of large shape variations between the two domains.

Recent automatic caricature algorithms design specialized net-
work architectures for photo-to-caricature translation by separating
geometric deformation and texture stylization [Cao et al. 2018; Gong
et al. 2020; Shi et al. 2019]. However, the geometric deformation
modules are based on 2D image warping and usually rely on inter-
polation of sparse control points [Cao et al. 2018; Shi et al. 2019],

resulting in loss of detailed shape deformations present in real cari-
catures. Collecting a small amount of dense and detailed caricature
shape deformation examples was studied [Gong et al. 2020], but
collecting a large amount of such dense data would be laborious.

To create realistic and detailed deformations, we take a generative
approach that produces shape variations at multiple scales by mod-
ulating the corresponding feature maps in the network. By moving
away from 2D image warping, we can handle a wide range of defor-
mations from changes of overall facial shape to addition of wrinkles.
Speci�cally, in this paper, we use StyleGAN [Karras et al. 2019] to
manipulate a rich space of shape deformations in an unsupervised
way. StyleGAN generates intermediate feature maps of multiple
scales, where each scale represents a di�erent spatial scale of the
modeled image. It was showcased that StyleGAN can separately
control over coarse, medium, and �ne scale facial attributes.

One challenge for using StyleGAN as a photo-to-caricature trans-
lator is that it models the distribution of only one domain. We can
train two StyleGANs separately for facial photos and caricature
images. Then, as our translator must take a photo as the starting
point, we need a way to connect manipulated photo feature maps
to caricature styles in the �nal image. We resolve the problem by
simply swapping layers of two StyleGANs, as in [Pinkney and Adler
2020]. Our layer-mixed StyleGAN uses the �rst four layers of the
photo StyleGAN and the last three layers of the caricature Style-
GAN. Another challenge for using StyleGAN to build a system that
takes a photo as the input is the encoding of the input photo into a
StyleGAN latent vector. We combine two previous ideas on GAN
inversion [Karras et al. 2020b; Tewari et al. 2020] to obtain a latent
code optimized for the input photo.

Given the latent code of an input photo, our layer-mixed Style-
GAN can create an output image with caricature color styles. How-
ever, the output would not contain enough shape exaggerations as
the facial shape is dominated by the �rst four layers copied from
the photo StyleGAN. We then appendshape exaggeration blocksto
the four layers of the layer-mixed StyleGAN to handle shape de-
formations with feature map modulation. Our shape exaggeration
blocks compute desirable feature map changes to be added to the
original feature maps, and provides multi-scale control for shape
exaggerations.

There are desirable properties for shape exaggeration blocks: 1)
The resulting deformations should generate an image that looks like
a realistic caricature. 2) The deformations should preserve unique
visual features of the input photo. The �rst property can be achieved
by adversarial training using a caricature dataset. However, the
second property is not trivial to achieve. To design a constraint
on preservation of important features, we need a tool to extract a
set of visual features shared between photos and caricatures. The
extraction is challenging because of large shape and texture gaps
between the two domains.

Previous photo-to-caricature translators based on deep learning
solved the problem of preservation of visual features in di�erent
ways. Caoet al.[2018] designed acharacteristic lossto constrain
their 2D image warping using the cosine similarity between input
and output landmark displacements, and the loss was used along
with a cycle consistency loss between a photo and a caricature. Shi
et al. [2019] designed anidentity-preserving adversarial lossthat
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makes the discriminator for the adversarial training also perform
face identi�cation between a photo and a caricature.

Our approach to enable the shape exaggeration blocks to preserve
the visual features of an input image is based on two key ideas. 1)
We establish weak correspondence between photos and caricatures
in an unsupervised way withcycle consistency, as in [Zhu et al.
2017] and [Cao et al. 2018]. For the cycle consistency, we create
two models for photo-to-caricature translation and caricature-to-
photo translation. 2) We guide the shape exaggeration blocks with
a direct supervision for preservation of facial attributes using a
recently released dataset, WebCariA [Ji et al. 2020], which provides a
shared set of annotations between photos and caricatures. WebCariA
provides 50 label annotations based on intrinsic facial attributes. The
annotations include shape attribute labels of overall facial shapes,
nose shapes, eye shapes, and mouth shapes, i.e.,Wide Nose, Mustache,
Big Eyes, Arched Eyebrows, etc, and are provided both for photo
and caricature images. Using the dataset, we train two attribute
classi�ers for photos and caricatures separately. We then design an
attribute matching lossthat constrains the attributes detected in the
input photo to be preserved in the output caricature.

To summarize, our main contributions are as follows:

� We propose a novelStyleCariGANframework for photo-to-
caricature translation. Based on StyleGAN, it manipulates
feature maps at multiple scales to produce desired shape
exaggeration and color stylization.

� To create desirable shape exaggerations in photo-to-caricature
translation, we propose shape exaggeration blocks that are
appended to the coarse layers of a layer-mixed StyleGAN.

� We design an attribute matching loss that is used along with
cycle consistency to constrain the shape exaggeration blocks
to preserve important visual features of the input.

� Our StyleCariGAN framework generates realistic and detailed
caricatures compared to state-of-the-art methods, supporting
other image manipulations such as facial expression control.

2 RELATED WORK

2.1 Rule-based automatic caricature generation
Rule-based caricature generation methods create caricatures by
transforming an input image with a �xed sequence of operations.
The seminal work of Brennan [1985] suggested an automatic algo-
rithm based on exaggeration of relative feature point di�erences
between an input face and a template mean face. This idea was fur-
ther explored in many other algorithms. Moet al.[2004] extended
it by considering the variances of di�erent feature point positions.
Liaoet al.[2004] exaggerated facial feature points constructed in
a tree structure. Leet al. [2011] warped an input face based on
exaggeration of anthropometric ratios between facial components.

Although these rule-based methods create plausible caricature de-
formations based on carefully designed procedures, the procedurally
deformed facial shape may not resemble a realistic and artist-drawn
caricature. The designed procedures cannot cover a wide range
of caricature deformations performed by human artists. A natural
solution to this problem would be modeling the mapping from a
photo to a caricature in an end-to-end fashion, as done in recent
deep learning based image translation methods.

2.2 Deep image-to-image translation
With the advance of deep convolutional neural networks, image-
to-image translation methods have been developed to convert an
image in the source domain to the target domain. Given paired
images from the two domains as training data, Isolaet al.[2017]
and Wanget al.[2018] showcase end-to-end training schemes for
image translation based on adversarial training [Goodfellow et al.
2014]. These algorithms work well when input-output pairs are
well-de�ned. Using unpaired data for image-to-image translation
learning has also been actively studied. CycleGAN [Zhu et al. 2017]
learns the mapping between two image domains without paired
correspondence using a cycle consistency constraint. U-GAT-IT
[Kim et al. 2020] learns the mapping using attention and a new
feature normalization method. MUNIT [Huang et al. 2018] considers
the fact that there can be multiple outputs possible for a given input
and proposes a multimodal translation framework.

The di�culty of applying image-to-image translation to cari-
cature generation comes from lack of abundant identity-matched
photo-caricature pairs. Moreover, the two domains of real photos
and caricatures di�er at not only image style, but also face shapes.
Naively applying unpaired translation would result in inferior cari-
cature quality and less identity preservation, as shown in [Cao et al.
2018] . In this paper, we do not explicitly pair photos and caricatures,
but supervise the correspondence between the two with constraint
on facial attribute preservation. In addition, we make the mapping
be learned more easily with a decomposition in caricature image
formation: shape manipulation and appearance stylization.

2.3 Deep caricature generation
Automatic caricature generation algorithms based on deep learning
has been studied recently. Caoet al.[2018] proposed CariGANs for
photo-to-caricature translation using two networks for geometric
deformation and style transfer. They constrain the output caricature
to preserve visual features of the input shape by applying a cycle
consistency and a cosine similarity constraint to landmark deforma-
tions. For more �exible shape variation, WarpGAN [Shi et al. 2019]
trained an image warping module with dynamically decided control
points using deep neural networks. WarpGAN created caricatures
that resemble the input by making the discriminator used for the ad-
versarial learning perform identity classi�cation. AutoToon [Gong
et al. 2020] adopted dense deformation �elds, instead of using coarse
control points, and trained the caricature generator using a small
amount of paired dataset comprising photos and corresponding car-
icatures generated by artists using 2D deformation tools. CariGAN
[Li et al. 2020] proposed an image fusion mechanism to encourage
the caricature generator to focus on important local regions around
sparse facial landmarks. 3D caricature algorithms can be used to
create a 2D caricature by warping the input image based on the
created 3D shape. Hanet al.[2018] create 3D caricatures with deep
neural networks by generating and manipulating a rough sketch
of an exaggerated 3D facial shape. The �nal 2D caricature image is
generated by blending a warped image based on the 3D warping
and the original image.

Our main di�erence to previous deep-learning-based caricature
generation methods is that we take a generative approach for carica-
ture exaggerations by modeling spatially dense and detailed shape
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Table 1.Comparison of state-of-the-art deep learning based 2D automatic caricature generation methods and ours.

CariGANs WarpGAN AutoToon Ours
[Cao et al. 2018] [Shi et al. 2019] [Gong et al. 2020]

Shape manipulation 2D spatial interpolation 2D spatial interpolation 2D spatial dense StyleGAN
type of landmark of control point displacement map feature map modulation

deformations deformations

Shape manipulation Pre-de�ned Dynamically decided Dense Dense
spatial density 63 landmarks detected 16 control points

from input image

Training Unpaired large Unpaired large Paired small Unpaired large
dataset type (10K photos + (6K photos + (101 photos + (70K photos +

<10K caricatures) <10K caricatures) 101 caricatures) <10K caricatures)

User control single exaggeration single exaggeration single exaggeration 4-scale exaggeration
magnitude control magnitude control magnitude control magnitude control

deformations using a large amount of unpaired photo-caricature
data. We create realistic and detailed caricatures by obtaining desir-
able shape deformations through modulations of StyleGAN feature
maps. We also provide a multi-scale control over shape exaggera-
tion magnitude in the caricature output. Table 1 summarizes the
di�erences among caricature generation methods.

2.4 Image generation and editing using StyleGAN
StyleGAN [Karras et al. 2019, 2020b] is a powerful generative image
model, which can synthesize high-resolution face images that are
even hard to distinguish from real photos. It is shown that the feature
maps at di�erent resolutions of the StyleGAN architecture charac-
terize the image styles at di�erent scales and control the generation
in a coarse-to-�ne fashion. With StyleGAN, image manipulation
can be achieved by embedding a real photo into the StyleGAN latent
space and editing the embedded latent code for re-generation [Abdal
et al. 2019, 2020; Deng et al. 2020; Karras et al. 2020b; Tewari et al.
2020; Zhu et al. 2020]. Semantically-meaningful editing in GAN
latent space has also been studied [Bau et al. 2019; Brock et al. 2016;
Creswell and Bharath 2018; Richardson et al. 2020; Yeh et al. 2017;
Zhu et al. 2016]. Recent studies based on StyleGAN achieve such
editing via either supervised [Abdal et al. 2021; Shen et al. 2020] or
unsupervised [Shen and Zhou 2020] learning.

Tooni�cation[Pinkney and Adler 2020] creates an image with
cartoon structure and photo-realistic rendering using StyleGAN.
It swaps layers of two StyleGANs trained for photos and carica-
tures. The StyleGAN for photos is trained from scratch and the
StyleGAN for caricatures is �ne-tuned from the photo model. It
uses the �ne-tuned caricature StyleGAN for coarse layers to create
cartoon structures, and the photo StyleGAN for �ne layers to create
photo-realistic textures. To generate atooni�ed image from an in-
put photo, separately generated cartoon structures are blended into
the input photo feature maps. FreezeG [bryandlee 2020] achieves
similar pseudo image translation through training instead of layer-
swapping. It freezes a certain range of layers in a StyleGAN for

one domain, and �ne-tunes the StyleGAN to generate images of
another domain. However, in both Tooni�cation and FreezeG, it
is unclear how to explicitly supervise the translations to preserve
visual features of input images.

Our automatic caricature system generates an image with exag-
gerated photo structure and cartoon-style rendering. The exagger-
ated photo structure is created from the input, preserving important
visual features. We handle the problem of crossing the domains from
photo to caricature by swapping layers of two StyleGANs, similarly
to Tooni�cation [Pinkney and Adler 2020]. However, di�erently
from Tooni�cation, the coarse layers are copied from the photo
StyleGAN and the �ne layers are from the caricature StyleGAN in
our method. Moreover, we append learnable shape exaggeration
blocks to the copied coarse layers and design a supervision for the
blocks to preserve characteristic attributes of the input. Comparison
between our method and Tooni�cation is presented in Sec. 4.5.

3 PHOTO-TO-CARICATURE TRANSLATION
FRAMEWORK

Our StyleCariGAN framework contains two �xed StyleGANs: one
is trained to generate photos, and the other is �ne-tuned from
the photo model to generate caricature images (Fig. 2). After pre-
training, the two models are �xed and not updated during our
process. We refer to the StyleGAN trained to generate regular face
images as thephoto StyleGANand another trained for caricature
images as thecaricature StyleGAN. By swapping layers of the two
StyleGANs, we make a layer-mixed model that generates a carica-
ture image starting from a latent code.

In the layer-mixed StyleGAN model, the coarse (low-resolution)
layers are from photo StyleGAN to control the overall structural
and identity information of the output caricature. The �ne (high-
resolution) layers are from caricature StyleGAN to create detailed
color styles for a caricature. However, naively copying the coarse
layers from photo StyleGAN would produce ordinary face shapes
without exaggerations.
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Fig. 2. Image samples generated using the fine-tuned StyleGAN for carica-
tures.1 To sample the images, we apply the truncation trick [Karras et al.
2019, 2020b] withk = 0”7.

To impose shape exaggeration capability on the layer-mixed
model, we appendshape exaggeration blocksto the coarse layers.
Our key idea is to train the shape exaggeration blocks with a spe-
cially crafted supervision for photo-to-caricature translation. We
train the blocks to introduce feature map modulations that create
realistic and identity-preserving caricature exaggerations. Shape
exaggeration blocks implicitly increase the deviation from the aver-
age facial geometry in feature space because our model is trained
to generate highly diverse caricature geometry with GAN loss. We
design cycle consistency and attribute matching losses to guide the
deviation to be distinctively re�ecting the features of the input.

The starting point of photo-to-caricature translation,i.e., the
input to the layer-mixed model, is obtained from the input photo
using photo-to-latent embedding. We obtain theW¸ latent code
[Abdal et al. 2019] representing the input image through iterative
optimization, akin to [Tewari et al. 2020] and [Karras et al. 2020b].
From theW¸ code, our layer-mixed model generates multi-scale
feature maps and eventually the output caricature image.

Fig. 3 shows the overall process of our photo-to-caricature trans-
lation. The following subsections explain each step of the process
in detail.

3.1 Layer swapping between two StyleGANs
For the layer-mixed model, we copy the parameters of coarse and
�ne layers from photo and caricature StyleGANs, respectively. When
training caricature StyleGAN with �ne-tuning starting from photo
StyleGAN, we align caricatures and photos based on facial land-
marks. The positions of important visual features are shared be-
tween photos and caricatures after the alignment. This spatial align-
ment enables layer swapping to produce a plausible mixture of a
photo and a caricature (Fig. 4).

1Since we added zero-padding on borders of training images after aligning the caricature
dataset with facial landmarks, black borders sometimes appear in the results.

Fig. 3. Overview of our approach for caricature generation using a layer-mixed
StyleGAN with shape exaggeration blocks.A W¸ code is first obtained by
embedding an input to the latent space of photo StyleGAN. Then, the
first four coarse feature maps generated by the layers copied from photo
StyleGAN using theW¸ code are modulated with shape exaggeration
blocks. Finally, the modulated features are fed to the fine layers copied from
caricature StyleGAN to produce the output caricature.

In layer swapping, the choice of the boundary between coarse and
�ne layers is important. Di�erent choices will lead to di�erent levels
of input structure preservation and detail stylization, as shown in
Fig. 4. When selecting the boundary, our goal is to enable the layer-
mixed model to generate caricature images faithful to the input
photo in terms of face structure and identity. We empirically choose
the �rst four scales (42 � 322) as the coarse layers and the rest as the
�ne layers. Fig. 4 shows that taking more than three �ne layers from
caricature StyleGAN would introduce excessive shape deformations
that may change the visual appearance of the input photo.

The �ne layers of our StyleCariGAN take style latent codes that
can be selected by a user to control detail styles. For convenient
control, we construct a curated set of style latent codes by selecting
a number of good examples from randomly generated styles.

The copied parameters of the layers are not updated further after
layer swapping. That is, we do not apply additional end-to-end �ne-
tuning to the layer-mixed model, as the coarse and �ne layers of the
model already have the desired properties of handling facial shapes
and detailed styles, respectively. The only trained components in
the layer-mixed model are shape exaggeration blocks appended to
the coarse layers.

To train shape exaggeration blocks, we de�ne another layer-
mixed model for caricature-to-photo translation to enable cycled
training. Speci�cally, we construct this new layer-mixed model by
taking the �rst four coarse layers from caricature StyleGAN and the
remaining �ne layers from photo StyleGAN. We denote this new
layer-mixed model as thec2pmodel, while the original one, which
is the backbone for our StyleCariGAN, is denoted as thep2cmodel.

3.2 Shape exaggeration blocks
Our key component for photo-to-caricature translation is the shape
exaggeration blocks. Four shape exaggeration blocks are attached to
the p2c model, and we call the modi�ed p2c modelp2c-StyleCariGAN,
or simplyStyleCariGAN. We createc2p-StyleCariGANsimilarly, then
use the model for enforcing cycle consistency.

Our shape exaggeration blocks are convolutional layers that pro-
duce additive feature modulation maps for the coarse layers of
StyleCariGAN. A shape exaggeration block takes a feature map of
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(a) p = 7, c = 0 (b) p = 6, c = 1 (c) p = 5, c = 2 (d)p = 4, c = 3 (e) p = 3, c = 4 (f) p = 2, c = 5 (g) p = 1, c = 6 (h) p = 0, c = 7

Fig. 4. Layer swapping examples.? denotes the number of coarse photo-StyleGAN layers used in the layer-mixed model, and2 denotes the number of fine
caricature-StyleGAN layers. For instance,? = 4•2= 3 means that the first four coarse layers are from the photo StyleGAN and the last three fine layers are
from the caricature StyleGAN. As? decreases, the face structure of the input is deformed and the identity is lost. We choose? = 4•2= 3 for our layer-mixed
model that retains the shape information in the input while producing enough stylization of details.

size=2 and creates a=2 feature modulation map which is added back
to the input feature map, akin to residual learning [He et al. 2016a].
The modulated feature map is then fed to the next layer that creates
a higher resolution feature map to handle �ner-scale structures. The
architecture of a shape exaggeration block of size=2 is the same
as that of a convolution layer of size=2 in the original StyleGAN
[Karras et al. 2019], except that we exclude the upsampling block.

We train the shape exaggeration blocks to achieve two goals.
The �rst goal is to introduce shape deformations that resemble real
caricatures, which is achieved by two types of generative adversarial
losses:L 5 40CandL ��# . The second goal is to preserve important
visual features from the input photo, which is achieved by three
losses: feature map cycle consistency lossL 5 2~2, identity cycle
consistency lossL 82~2, and attribute matching lossL 0CCA(Fig. 5).

Generative Adversarial Loss.We use the same generative adversar-
ial loss and supervision method as StyleGAN2 [Karras et al. 2020b].
For therealdata needed for the supervision of discriminators, we use
generated examples from the caricature StyleGAN, instead of real
caricatures. This strategy helps the training process by providing a
diverse set of samples and avoiding image loading overhead. One
consequence is that our StyleCariGAN would produce caricatures
similar to caricature StyleGAN. However, the caricature StyleGAN
can create high-quality caricatures as shown in Fig. 2, supporting
the strategy. We apply adversarial learning to both the modulated
feature maps and �nal images by introducing two discriminators.
We use the non-saturating logistic loss [Goodfellow et al. 2014] with
' 1 regularization [Mescheder et al. 2018] for both, and calculate the
sum of the two losses as our total adversarial lossL 03E:

L 03E = L 5 40Ç _��# L ��# • (1)

whereL 5 40CandL ��# are the losses on feature maps and �nal
images, respectively.

Cycle consistency Loss.To guide the shape exaggeration blocks
to build a correspondence between photos and caricatures, we
constrain the blocks to be cycle-consistent. To implement cycle
consistency, we utilize the symmetric set of StyleCariGANs: p2c-
StyleCariGAN and c2p-StyleCariGAN. We impose cycle consistency

both on intermediate modulated feature maps and generated images.
We refer to the cycle consistencies for the modulated feature maps
and images as feature map cycle consistencyL 5 2~2and identity
cycle consistencyL 82~2, respectively.

The feature map consistency forces the e�ect of shape exaggera-
tion blocks to be invertible with a cycle at each feature map scale.
The shape exaggeration blocks for p2c-StyleCariGAN de�ne photo-
to-caricature feature modulationS?! 2. The corresponding blocks
in c2p-StyleCariGAN de�ne caricature-to-photo feature modulation
S2! ? . That is, the blocks in c2p-StyleCariGAN does inverse of ex-
aggeration, reverting an exaggerated shape into a regular one. We
call these blocksshape de-exaggeration blocks. Using the two feature
modulations, the cycle consistency lossL 5 2~2is de�ned as:

L ?! 2
5 2~2=

4Õ

8=1

¹EF8
? � � 8

? ¹F º »kS8
2! ? ¹S8

?! 2¹F 8
? ºº � F 8

? k2¼º•

L 2! ?
5 2~2=

4Õ

8=1

¹EF8
2 � � 8

2 ¹F º »kS8
?! 2¹S8

2! ? ¹F 8
2 ºº � F 8

2 k2¼º•

L 5 2~2= L ?! 2
5 2~2̧ L 2! ?

5 2~2• (2)

where� 8
2 is a caricature feature map generated by the8-th block� 8

2 of
the caricature StyleGAN,� 8

? is a photo feature map of the8-th block
� 8

? of the photo StyleGAN,( 8
?! 2 is the 8-th photo-to-caricature

shape exaggeration block, and( 8
2! ? is the8-th caricature-to-photo

shape de-exaggeration block. Fig. 6 illustrates the losses.
The identity consistency forces the e�ect of shape exaggeration

blocks to be invertible with a cycle by inspecting photos generated
from feature maps. We design the identity consistency lossL 82~2
based on a face embedding network trained on photos [Schro�
et al. 2015], so the identity consistency is calculated only for the
cycle starting from photo feature maps. Using the face embedding
network, we design the identity cycle consistency loss! 82~2as the
! 2 distance between two embeddings: 1) the face embedding of a
starting photo and 2) the face embedding of the cycle-reconstructed
photo, which is created using coarse feature maps modulated by
( ?! 2 and(2! ? sequentially.
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Fig. 5. Training shape exaggeration blocks.With fixed layers copied from photo StyleGAN and caricature StyleGAN, we train two sets of shape exaggeration
blocks:X?! 2 in p2c-StyleCariGAN andX2! ? in c2p-StyleCariGAN. To achieve realistic and facial-a�ribute-preserving exaggerations, shape exaggeration
blocks are supervised with the adversarial losses (L 5 40C, L ��# º, the cycle consistency losses (L 5 2~2, L 82~2), and the a�ribute matching loss (L 0CCA).

Fig. 6. Features map cycle consistency.We enforce cycle consistency be-
tween the feature maps of coarse layers in p2c-StyleCariGAN and c2p-
StyleCariGAN.

Note that our cycle consistency loss does not require a caricature-
to-feature-map encoder because our photo-to-caricature and caricature-
to-photo mappings are feature-map-to-feature-map mappings. The
mappings do not take images as the input, and we can directly use
feature maps to implement the cycle consistency loss.

Finally, the cycle consistency lossL 2~2 is computed as

L 2~2 = L 5 2~2̧ _82~2L 82~2” (3)

Attribute Matching Loss.Even with the cycle consistency, the
resultant exaggeration is not guaranteed to preserve important fea-
tures of the input photo. To constrain the shape exaggeration blocks
to produce valid caricature deformations, we use facial attribute
classi�ers for photos and caricatures. The facial attribute classi�ers
are trained on an attribute-labeled dataset, WebCariA [Ji et al. 2020].
The dataset annotates 50 attributes that describe intrinsic facial
shape features such as the sizes of facial components or the over-
all shape of the face. These attributes are not a�ected by extrinsic
factors such as cosmetics or poses. The annotation is done both for
photos and caricatures using the same set of annotation labels.

We constrain p2c-StyleCariGAN to create a caricature with the
same attributes as the input photo. We apply similar attribute match-
ing to c2p-StyleCariGAN. The attribute matching lossL 0CCAis de-
�ned using binary cross entropy losses between photo attributes
and caricature attributes:

L ?! 2
0CCA= � EF �W »q? ¹� ? ¹F ºº logq2¹� ?! 2¹F ºº

¸¹ 1 � q? ¹� ? ¹F ººº log¹1 � q2¹� ?! 2¹F ººº¼•

L 2! ?
0CCA= � EF �W »q2¹� 2¹F ºº logq? ¹� 2! ? ¹F ºº

¸¹ 1 � q2¹� 2¹F ººº log¹1 � q? ¹� 2! ? ¹F ººº¼•

L 0CCA= L ?! 2
0CCA̧ L 2! ?

0CCA• (4)
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(a) input (b)L 03E (c)L 03E¸ L 2~2 (d) L 03E¸ L 0CCA (e)L 03E¸ L 2~2 ¸ L 0CCA

Fig. 7. E�ect of each loss used for training shape exaggeration blocks.The input image (a) is transformed to a cartoon-style shape with the e�ect of adversarial
lossL 03E (b). The cartoon-style deformation introduced byL 03E is random and does not respect the input shape. Adding only one of cycle consistency
lossL 2~2 (c) or a�ribute matching lossL 0CCA(d) changes the output to have a more similar facial contour and hair to the input, but the results o�en
show excessive wrinkles or deformed eye shapes. Combining the a�ribute matching lossL 0CCAtogether with the cycle consistency lossL 2~2 (e), we obtain
caricatures that preserve important features of the input without artifacts.

whereq? is a photo attribute classi�er,q2 is a caricature attribute
classi�er,� ? is the photo StyleGAN,� 2 is the caricature StyleGAN,
� ?! 2 is p2c-StyleCariGAN, and� 2! ? is c2p-StyleCariGAN.

To summarize, our full objective function for training is as follows:

L � = _03EL 03E¸ _2~2L 2~2 ¸ _0CCAL 0CCA• (5)

where_03E, _2~2, and_0CCAare constants de�ning the loss weights.
The e�ects of di�erent loss components are visualized in Fig. 7, and
more examples can be found in the supplementary material.

3.3 Exaggeration degree control
Our shape exaggeration blocks enable multi-scale deformation con-
trol over the generated images. Since these blocks perform addi-
tive modulation on four feature maps representing di�erent spatial
scales, we can freely change the amount of modulation by simply
attaching a scaling factor to the output of each block, which alters
the degree of exaggeration. For example, to reduce the deformation
of the overall face shape, we can multiply a weight less than 1 to
the output of the �rst shape exaggeration block before it is added to
the original feature map. To remove wrinkles incurred by extreme
deformations, we can multiply zero or a small scaling factor to the
output of the third or the fourth shape exaggeration block.

3.4 Photo-to-latent embedding
To use a photo image for the input of our StyleCariGAN, we op-
timize theW¸ latent code of StyleGAN to reproduce the photo.
Since there can be multiple latent codes that result in similar photos,
the mapping from the input photo to the latent code is not unique.

However, not all of the possible latent codes are adequate for gener-
ating feature maps suitable for image editing. Therefore, we need
to choose a good latent code that is meaningful for editing.

The most intuitive solution to obtain the desired latent code is
simply applying an existing GAN inversion method. Some GAN
inversion methods are good at reconstructing an input image [Abdal
et al. 2019, 2020], but their embedded latent codes are often out-
of-distribution [Zhu et al. 2020]. Therefore, we considered GAN
inversion methods that work for image editing in the latent space
[Karras et al. 2020b; Tewari et al. 2020].

Hierarchical optimization [Tewari et al. 2020] and StyleGAN2
inversion [Karras et al. 2020b] showed the most promising results in
our task. However, hierarchical optimization, which �rst �nds the
latent code inW space and then updates it inW¸ space, is restricted
to restoring high-frequency features in images since it does not
consider noise optimization. StyleGAN2 inversion optimizes noise as
well as latent code, but it may move away from the prior distribution
of StyleGAN since it simply initializes the latent code with the mean
latent code. To improve existing methods, we combine hierarchical
optimization [Tewari et al. 2020] and noise optimization techniques
[Karras et al. 2020b] for latent code embedding.

Speci�cally, we �rst �nd the W latent code that reconstructs an
input facial image via optimization. Then, we optimizeW¸ latent
code and noise simultaneously by initializing the latent code with
the obtainedW latent code. We also apply latent code perturba-
tion and noise regularization [Karras et al. 2020b]. As a result, we
can obtain the desired latent code suitable for our framework, as
illustrated in Fig. 8.

ACM Trans. Graph., Vol. 40, No. 4, Article 116. Publication date: August 2021.



StyleCariGAN: Caricature Generation via StyleGAN Feature Map Modulation̂ 116:9

(a) input (b) Zhuet al. (c) Tewariet al. (d) Karraset al. (e) Tewariet al.[2020]
[2020] [2020] [2020b] + Karraset al.[2020b]

Fig. 8. Comparison of di�erent methods for photo-to-latent embedding.The input image (a) is embedded into aW¸ latent vector using di�erent methods.
The reproduced images using the embedded latent vectors are visualized in the top row. The caricatures generated from the embedded vectors using our
StyleCariGAN are in the bo�om row. All embedded vectors using di�erent methods produce plausible reconstructions, but those from previous methods (b-d)
do not result in satisfactory caricatures. In contrast, our approach (e) combining [Tewari et al. 2020] and [Karras et al. 2020b] obtains an embedded vector that
achieves a more pleasing caricature.Input: ©Craig Sjodin/Ge�y Images.

4 EXPERIMENTS
In this section, we �rst describe the settings of our experiments. We
then evaluate our StyleCariGAN2qualitatively and quantitatively
and compare it with state-of-the-art methods.

StyleGANs.Our framework requires two StyleGANs; one gener-
ates photos, and the other generates caricatures. Both StyleGANs
use the architecture and the training algorithm of StyleGAN2 [Kar-
ras et al. 2020b]. The StyleGAN for photos was trained with FFHQ
dataset [Karras et al. 2019] resized to256� 256resolution. The
StyleGAN for caricatures was �ne-tuned from the photo model
with caricatures in WebCaricature [Huo et al. 2017] using FreezeD
[Mo et al. 2020] and ADA [Karras et al. 2020a]. The WebCaricature
dataset was aligned using �ve landmarks (the centers of the eyes,
the tip of the nose, and the two corners of the mouth) and resized
to 256� 256as well. We used a PyTorch implementation [rosinality
2020] for training both models.

Face embedding network.To employ the identity cycle consistency
lossL 82~2, a face embedding network is required. We use a pre-
trained FaceNet [Schro� et al. 2015] as the face embedding network.

Attribute classi�ers.To implementL 0CCA, we need two face at-
tribute classi�ers for photos and caricatures, respectively. We train
the attribute classi�ers using WebCariA dataset [Ji et al.2020], which
provides labels for both photos and caricatures. We found that the
label distributions for photos and caricatures are reasonably similar
in the dataset. The backbone architecture of the attribute classi�ers
is ResNet-18 [He et al. 2016b] with the only change in the output
channel size of the last fully connected layer. Our output channel
size is50, which is the number of attributes in WebCariA. We �ne-
tuned the pre-trained ResNet-18 provided by PyTorch [Paszke et al.

2Our code is available at https://github.com/wonjongg/StyleCariGAN

2019]. The test accuracy on the test set of the WebCariA dataset
was85%for photos and82%for caricatures.

Training shape exaggeration blocks.A shape exaggeration block
consists of two convolutional layers, each with a leaky ReLU. Each
convolutional layer has kernel size = 3, stride = 1, and padding = 1.
The leaky ReLU layers have a negative slope 0.2.

We use the Adam optimizer [Kingma and Ba 2014] in PyTorch
with V1 = 0, V2 = 0”99, and learning rate0”002. Each mini-batch
with a batch size 32 consists of a randomly generated photos and car-
icatures. We stopped training after1•000iterations. We empirically
set the weights for the losses as_03E = 1, _��# = 10, _2~2 = 10,
_82~2= 1000, and_0CCA81DC4= 10. The training time with 4 NVIDIA
Quadro RTX 8000 (48 GB) GPUs was about 8 hours.

Running time.In test time, the GAN inversion from an input photo
to the latent code takes three to four minutes. After the inversion,
generating a caricature image takes about 40 ms. The measurement
was done on a server with NVIDIA Quadro RTX 8000 and Intel Xeon
Gold 6226R. We use256� 256size for both the input photo and the
output caricature.

4.1 Comparison to state-of-the-art methods
We qualitatively evaluate our method by comparing with two classes
of methods: generic image-to-image translation methods and deep
caricature generation methods (Fig. 9).

We compare our results with U-GAT-IT [Kim et al. 2020] and
StarGAN v2 [Choi et al. 2020]. Among various image-to-image
translation models, the two models have showcased visually pleas-
ing results in their work when translating two domains with large
shape changes. We trained U-GAT-IT and StarGAN v2 from scratch
on the WebCaricature dataset using their o�cial implementations.
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