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Figure 1: Our system illustrates a group of dynamically animated elephant models at about 9 fps at 1600× 600 image resolution.

Abstract

Line-art illustrations are effective tools for conveying shapes and
shading of complex objects. We present a set of new algorithms
to render line-art illustrations of dynamic and specular (reflective
and refractive) surfaces. We first introduce a real-time principal
direction estimation algorithm to determine the line stroke direc-
tions on dynamic opaque objects using neighboring normal ray
triplets. To render reflections or refractions in a line-art style, we
develop a stroke direction propagation algorithm by using multi-
perspective projections to propagate the stroke directions from the
nearby opaque objects onto specular surfaces. Finally, we present
an image-space stroke mapping method to draw line strokes using
the computed or propagated stroke directions. We implement these
algorithms using a GPU and demonstrate real-time illustrations of
scenes with dynamic and specular 3D models in line-art styles.
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1 Introduction

Line-art illustrations are effective artistic tools for conveying
shapes, shading, and materials of complex objects. A variety of
techniques have been developed to illustrate static and opaque 3D
objects in line-art styles [Winkenbach and Salesin 1994; Elber
1998; Hertzmann and Zorin 2000; Praun et al. 2001; Webb et al.
2002; Zander et al. 2004]. In such illustrations, principal direc-
tions provide essential information to control the orientations of
line strokes [Girshick et al. 2000]. Previous real-time techniques
for line-art illustrations [Praun et al. 2001; Webb et al. 2002] pre-
compute and store the principal directions of the model and ap-
ply dynamic line strokes along the principal directions at run time.
Combined with stroke textures for different intensities and scales,
these techniques can effectively simulate line-art illustrations.

When a line-art style is applied to an animation with dynamic 3D
models, the geometric deformations can be more clearly perceived
under line strokes than using traditional photorealistic shading (see
Fig. 1). However, previous real-time techniques are not directly
applicable to dynamic models due to the high computational cost
of the principal direction estimation. Despite recent advances in
discrete differential geometry [Rusinkiewicz 2004; Grinspun et al.
2006; Gatzke and Grimm 2006], real-time principal direction es-
timation on densely triangulated models is still an open problem.
One possible solution is to use the new geometry shader (GS) in
DirectX 10 [Blythe 2006]. However, the computational overhead
using the GS still scales with the number of vertices and triangles
in the model.

Another challenging problem not addressed in previous approaches
is applying line-art styles on specular (reflective and refractive)
objects in a scene. Specular surfaces do not have their own im-
ages. Instead, they borrow their images from nearby opaque sur-
faces, where the reflections/refractions give vivid impressions of
their shapes [Fleming et al. 2004; Weidenbacher et al. 2006]. The
unique 3D shape distortions through reflections and refractions can
be readily understood using line strokes, as shown in Figs. 10 and



11. However, to depict such distortions, the line strokes from the
nearby opaque objects need to be propagated onto the specular sur-
faces. For curved mirrors or transmissive surfaces, this propagation
is highly non-linear and does not have a closed-form solution ex-
cept for the most trivial cases.

In this paper, to apply line strokes to dynamically animated objects,
we introduce a real-time principal direction estimation algorithm.
Our method locally represents the surface normals about a point as
rays and estimates the principal directions directly from the normal
rays. Our method is based on the observation that the neighboring
normal ray triplets are constrained to simultaneously pass through
two slits (lines) corresponding to the principal directions [Yu et al.
2007a]. We provide explicit formulations to compute the slits and
hence the principal directions. We then develop an image-space
algorithm to estimate the principal directions on a GPU as well as
to robustly handle degeneracies near umbilic, parabolic, and planar
points.

To illustrate reflections and refractions in a line-art style, we de-
velop a novel stroke propagation algorithm using multiperspective
projections. Our method models the local reflections and refrac-
tions as a special set of multiperspective cameras called the Gen-
eral Linear Camera (GLC) [Yu and McMillan 2005]. We then use
the closed-form GLC projection equation to propagate the stroke
directions from the nearby opaque objects onto specular surfaces.
We demonstrate our algorithm with single reflections and double
refractions although it can be extended to support triple-or-more
bounces.

Finally, we present an image-space stroke mapping algorithm to
apply line stroke textures onto the target surfaces using the com-
puted or propagated stroke directions. Our method is based on the
triangle-based stroke mapping algorithm for real-time pencil ren-
dering [Lee et al. 2006], which stores the stroke directions at the
vertices of triangles. We extend their algorithm to handle per-pixel-
based stroke directions.

By combining and implementing the three algorithms on a GPU,
we present a real-time rendering system to illustrate scenes with
dynamic and specular 3D models in line-art styles. The specific
contributions of this paper are:

• A real-time line-art illustration system that supports dynami-
cally animated and specular objects.

• An image-space algorithm for real-time estimation of the
principal directions via normal-ray differential geometry.

• A real-time stroke direction propagation method for illustrat-
ing specular surfaces using line strokes.

• A per-pixel-based method for mapping stroke textures onto a
surface using the computed or propagated stroke directions.

2 Related Work

Several automatic illustration systems have been proposed to ren-
der static scenes. Winkenbach and Salesin [1994] incorporated
traditional pen-and-ink drawing principles to illustrate 3D polyg-
onal models. Similar illustration systems have been developed to
handle parametric surfaces [Winkenbach and Salesin 1996; Elber
1998]. Hertzmann and Zorin [2000] presented efficient algorithms
to detect the silhouettes and to compute smooth direction fields on
polygonal models. Lake et al. [2000] used horizontal and vertical
directions for stroke orientation. Girshik et al. [2000] demonstrated
that the use of principal directions in illustration can significantly
enhance the user’s perception of shapes. Praun et al. [2001] pro-
posed a real-time hatching technique that maps stroke textures us-

ing the principal directions. Webb et al. [2002] extended the tech-
nique for accurate control of hatching tones with graphics hard-
ware. Lee et al. [2006] presented a real-time pencil rendering tech-
nique, where the principal directions are mapped onto image space
for stroke mapping. However, these systems use off-line algorithms
to estimate the principal directions and, therefore, are not directly
applicable to real-time illustrations of dynamic meshes.

Recently, illustration techniques have been proposed for rendering
special types of dynamic surfaces. Snavely et al. [2006] proposed a
technique to stylize a 2.5-D video (video with depth information).
Schimidt et al. [2007] proposed an interactive sketch-based model-
ing system in which line sketches and inking effects are used during
the interactive modeling process. In contrast, our system can pro-
vide line-art illustrations of general dynamic surfaces.

To estimate the principal directions on sampled 3D models, inten-
sive research has been carried out on approximating the second
fundamental form using various techniques, from finite differences
[Rusinkiewicz 2004; Taubin 1995], to polynomial fitting [Cazals
and Pouget 2003; Goldfeather and Interrante 2004], and to Voronoi
cells [Meyer et al. 2003; Cohen-Steiner and Morvan 2003]. For
images with normals, Bartesaghi et al. [2005] and Toler-Franklin
et al. [2007] approximate the second fundamental form in image
space using the derivatives of normals. Recently, Yu et al. [2007a]
proposed a different approach for curvature estimation based on the
normal-ray analysis. Their method models the surface normals as
rays and estimates the focal surfaces of the underlying mesh sur-
face from the normal rays. The focal surfaces can then be used to
derive the principal curvature values [Yu et al. 2007b].

In this paper, we extend the normal-ray curvature value estima-
tion to approximate the principal directions in real time. Our new
method has several advantages compared to the classical curvature
direction estimation approaches. First, it does not require comput-
ing the first and second fundamental forms and is easier to imple-
ment on a GPU. Second, by uniformly treating the positions and
normals as rays, we do not need to account for the foreshortening
effect which is required for most image-space methods. Finally, our
approach can robustly handle degeneracies near umblic, parabolic,
and planar points.

Image-space techniques have been developed for applying line
strokes to 3D models. For real-time pencil rendering, Lee et al.
[2006] proposed an image-space technique that can map stroke
textures using the principal directions stored at triangle vertices.
Breslav et al. [2007] proposed using dynamic 2D patterns to main-
tain temporal coherence when a 2D texture is mapped onto a 3D
model. However, this mapping is determined independent of the
underlying 3D geometric structure, thus, their approach may sacri-
fice the ability to convey shape through the structure and motion of
line strokes. In this paper, for depicting object shapes and defor-
mations with line stroke textures, we adopt the technique of Lee et
al. [2006] and extend it to handle stroke directions stored at image
pixels, instead of triangle vertices.

While most existing line illustration systems only deal with opaque
objects as drawing motives, several approaches have been pro-
posed to use non-photorealistic rendering techniques for illustrating
global illuminations. Saito and Takahashi [1990] applied simple
edge enhancement to more effectively illustrate ray traced scenes.
Leister [1994] used ray tracing to obtain shading effects in hatch-
ing styles. Diepstraten and Ertl [2004] introduced a toon shading
technique for illustrating specular reflective and transmissive sur-
faces. Recently, Weidenbacher et al. [2006] have shown that a
rough sketch of a mirrored object is able to improve the perception
of both the reflection surface and the reflected object. Our approach
differs from these methods in that we directly propagate the stroke
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Figure 2: Rendering pipeline of our system. It combines real-time principal direction estimation, stroke propagation, and stroke mapping.

directions from the nearby objects onto the specular surfaces. We
show that using the propagated strokes, we can convey shape and
distortions more faithfully and coherently.

3 System Overview

Fig. 2 shows the rendering pipeline of our real-time illustration
system. In our system, every computation is conducted in image-
space; we estimate, propagate, and render a stroke at each pixel.

We start with generating the intensity map with real-time rendering
methods. For diffuse surfaces, we use Phong shading and variance
shadow maps [Donnelly and Lauritzen 2006]. To render specu-
lar surfaces, we use real-time ray tracing proposed by Umenhoffer
[2007].

To obtain the stroke direction map in image space, we estimate and
propagate the principal directions for the pixels that correspond to
diffuse and specular surfaces, respectively. For diffuse surfaces, we
first render the positions and normals of the geometry and com-
bine them as normal rays. The subsequent pixel shader estimates
the principal directions for each pixel using the normal rays (Sec.
4). For specular surfaces, we first generate the layered distance
maps [Umenhoffer 2007] that contain the estimated principal di-
rections of neighboring diffuse objects. At each pixel on a specular
surface, we then trace the reflection/refraction ray to reach the final
opaque object and fetch the corresponding principal directions from
the layered distance map. During the trace, we also store the inter-
section points and the exit rays on the specular surface. We form
the GLCs from the exit rays and use the GLC projection to propa-
gate the fetched principal directions onto the pixel on the specular
surface (Sec. 5).

For stroke mapping, stroke textures corresponding to various in-
tensities have been generated in a pre-process. The intensity and
stroke direction maps are used by our image-space stroke mapping
shader to generate a line-art illustration of the scene. The intensity
of a pixel is used to select a stroke texture and the stroke direction
determines the orientation of the texture in the shader (Sec. 6).

4 Principal Direction Estimation

In this section, we present an image-space algorithm that can esti-
mate the principal directions of dynamic objects in real time.

4.1 Normal-Ray Surface Model

Our principal direction estimation uses the recently proposed
normal-ray surface model [Yu et al. 2007a], which locally repre-
sents the surface normals about a point as rays. At each surface
point P , we orient the local frame to align the xy plane with the
tangent plane while the normal corresponds to the z direction (see
Fig. 3). We assume the tangent plane at point P coincides with the
z = 0 plane, which we call the uv plane. We position the sec-
ond st plane at z = 1 parallel to the uv plane. The neighboring
normals of P now intersect with the st and uv planes at [s, t, 1]
and [u, v, 0], respectively. The normal rays can then be parameter-
ized by [σ, τ, u, v], where σ = s − u, τ = t − v, so that [σ, τ, 1]
represents the direction of a ray.

4.2 Normal Ray Foci

Yu et al. [2007a] have shown that the normal rays lying on a small
patch will focus at two slits (lines), whose directions correspond
to the principal directions [Pottmann and Wallner 2001]. To find
these slits, they proposed a slit-fitting algorithm by minimizing the
distance between the normal rays and the slits. However, this opti-
mization is non-linear and is not suitable for real-time applications.

In this paper, we use a simple plane-sweeping algorithm for effi-
ciently finding the two slits in real time. At each point P , we pick
the two neighboring normal rays r1 and r2 of P and parameterize
them under the local frame at P . We then set out to find the foci
of rays r1, r2, and rP . To do so, we sweep a plane parallel to the
parametrization plane (e.g., z = λ) and compute the intersection
points of the three rays with the plane. When the area formed by
the three intersection points becomes zero, the corresponding three
rays will focus at a slit. That is,∣∣∣∣∣ u1 + λ · σ1 v1 + λ · τ1 1

u2 + λ · σ2 v2 + λ · τ2 1
uP + λ · σP vP + λ · τP 1

∣∣∣∣∣ = 0 (1)

where [σi, τi, ui, vi], i = 1, 2, P , are the ray coordinates. Since
the normal ray rP under its local frame is [0, 0, 0, 0], Eq. (1) can be
written as Aλ2 + Bλ + C = 0, where A = σ1τ2 − σ2τ1, B =
σ1v2 + τ2u1 − σ2v1 − τ1u2, C = u1v2 − u2v1.

Given λ1 and λ2 as the solutions of Eq. (1), we can compute the
two slit directions as

~pdi = [u1 + σ1 · λi, v1 + τ1 · λi, 0], i = 1, 2. (2)
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Figure 3: Principal direction estimation. (a) [σ, τ, u, v] param-
eterization of normal rays. (b) two ruling slits corresponding to
principal directions.

Furthermore, λ1 and λ2 correspond to the principal radii at P [Yu
et al. 2007a]. For near-flat surfaces, the principal radii can be very
large and the solution of Eq. (1) can be numerically instable. Hence,
we substitute κ = 1

λ
into Eq. (1) and solve for κ instead. The

principal directions can then be alternatively computed as

~pdi = [u1 · κi + σ1, v1 · κi + τ1, 0], i = 1, 2. (3)

From [Yu et al. 2007a], we can see that the slit directions estimated
on the min/max focal surfaces correspond to the max/min principal
directions .

4.3 GPU Implementation

Our normal-ray-based principal direction estimation can be easily
mapped to a two-pass image-space algorithm on a GPU. In the first
pass, we rasterize the geometry into two textures, one storing the
position of the geometry per pixel and the other storing the normal
of the geometry per pixel. At the second pass, we use the fragment
shader to fetch the neighboring sets of three pixels from both tex-
tures and compute their corresponding ray coordinates. We then
solve Eq. (1) by substituting κ = 1

λ
using the fragment shader. Fi-

nally, the principal directions at each pixel can be obtained by Eq.
(3).

The quality of our GPU estimation relies on the quality of the mesh.
For noisy meshes, the estimated principal directions can also be
noisy. To reduce the noise, we can preprocess the mesh by filtering
or subdivision. In our implementation, instead, we apply smooth-
ing to the estimated direction field, as described in Sec. 6.1. This
approach is highly suitable for applications such as line-art illustra-
tions, where strokes are sparsely applied onto the model.

4.4 Handling Degeneracies

Eq. (1) can degenerate to a linear equation when one of the principal
curvatures is close to zero, e.g., near parabolic curves. To handle
such cases, we check the coefficients A and B in Eq. (1).

If both A and B are close to zero, we simply assume the surface is
locally planar. In this case, we consider the x, y, and z axes in a
fixed order and select the first one that is not parallel to the normal.
We then obtain the tangent direction using the cross product of the
chosen axis and the normal and set it to be the max principal direc-
tion. The cross product of this direction and the normal becomes the
min principal direction. If only A is close to zero, then the surface
is locally near parabolic and we generate one principal direction by
solving the linear characteristic equation. We then compute the sec-
ond principal direction as the cross product of the normal and the
first one.

(a) (b)

Figure 4: Illustration of the estimated principal directions on an
AEK-24-cell model.

For umbilic points, the min and max principal curvatures are equal
and Eq. (1) will have a double root. To handle umbilic points, we
compute the discriminant ∆ = B2 − 4AC of Eq. (1). If ∆ is close
to zero, we simply mark it as an umbilic point and use its neighbor’s
principal directions. It is important to note that umbilic points are
non-generic in our GPU-based principal direction estimation. This
is because the position and normal at each pixel are linearly and
independently rasterized from the polygonal mesh.

In Fig. 4, we illustrate the estimated principal direction fields on a
AEK-24-cell model using a line-art style. The AEK-24-cell model
is a polychora that consists of 24 spheres and 96 cylinders. Each
sphere and cylinder has been discretized with 512 (16 × 32 for a
cylinder) faces. Our normal-ray-based algorithm robustly estimates
the cylindrical axis near the parabolic points on the model. Fur-
thermore, since we linearly interpolate the points on the discretized
sphere, no umbilic point is created.

5 Stroke Direction Propagation

To illustrate specular (reflective or refractive) objects in a line-art
style, the line strokes of nearby diffuse surfaces should be propa-
gated onto the objects. In this section, we present a stroke direction
propagation method based on the recently proposed General Linear
Camera (GLC) model [Yu and McMillan 2005].

5.1 Local GLC Model

In the GLC framework, a multiperspective camera is character-
ized by the rays it collects. Similar to the normal ray representa-
tion in Sec. 4, every ray is parameterized as [σ, τ, u, v] under the
two-plane-parametrization (see Fig. 5). A GLC is defined by three
generator rays by collecting all possible affine combinations of the
three rays as

GLC = {r : r = α · [σ1, τ1, u1, v1] + β · [σ2, τ2, u2, v2]

+ (1− α− β) · [σ3, τ3, u3, v3], ∀α, β} (4)

If we assume the uv plane corresponds to the image, we can further
simplify the GLC model by picking three special generator rays
[σ1, τ1, 0, 0], [σ2, τ2, 1, 0], and [σ3, τ3, 0, 1] so that the affine coef-
ficients α and β correspond to the pixel coordinate. Every ray r in
the GLC can then be written as the following affine combination:

r[σ, τ, u, v] = (1− α− β) · [σ1, τ1, 0, 0]

+ α · [σ2, τ2, 1, 0] + β · [σ3, τ3, 0, 1] (5)

It is easy to see that α = u and β = v under this simplification.
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Figure 5: General Linear Camera (GLC) model. (a) A GLC
model collects rays of all possible affine combination of three rays.
The rays are parameterized by their intersections with two parallel
planes (2PP). (b) At each point on the surface, we map its neigh-
boring reflected rays into the ray space by intersecting them using
a pre-defined 2PP.

In [Yu and McMillan 2005], a closed-form solution is derived for
projecting an arbitrary 3D point P (x, y, z) onto the image plane as

u = − (z2(σ1τ3−σ3τ1)−z(σ1(y−1)−σ3y−x(τ1−τ3))−x)

A′z2+B′z+C′

v = (z2(σ1τ2−σ2τ1)−z(σ1y−σ2y+τ1(1−x)+τ2x)+y)

A′z2+B′z+C′ (6)

whereA′,B′, andC′ are the camera intrinsic parameters computed
from the three generator rays.

Our goal is to use the GLCs to model local reflections and refrac-
tions. For each small patch on a specular object, we can pick three
reflection/refraction rays from the patch to form a GLC, as shown
in Fig. 5. We can then use Eq. (6) to project the stroke directions
from the nearby diffuse surfaces onto the GLC as the final stroke
directions (see Sec. 5.4).

5.2 Forward Tracing

We first implement a real-time method to trace eye rays through re-
flectors and refractors. In this paper, we assume single reflections
and double refractions. For single reflections, we rasterize the ver-
tices and normals of the front faces of the reflector and compute the
exiting ray for each pixel on the image plane Πimg using a fragment
shader. The computed exiting rays are stored into a texture ER.

To handle double refractions, such as the torus in Fig. 8, we employ
a ray-depth map intersection technique [Davis and Wyman 2007]
and implemented an iterative multi-pass rendering algorithm. In
the first pass, we render the back faces with respect to the eye and
store their normals and depths into two textures. In the second pass,
we compute the rays refracted from the front face using the single
bounce algorithm. To find the intersection point of each ray with
the back surface, we apply a GPU-based binary search that itera-
tively estimates and corrects the intersection. Finally, we use this
intersection point to look up the normal from the back-face texture
and use Snell’s Law to compute the exiting ray. For each ray traced
from a pixel Ii,j on Πimg , we store its intersection points with the
front and back faces into two textures Fi,j and Bi,j . Similar to
single reflection, we also store the exiting ray into another texture
ERi,j , as shown in Fig. 6.

5.3 Reflection/Refraction GLCs

We use the GLCs to model single reflections and double refractions.
Here, we explain how to handle the internal refractions (i.e., rays
refracted from the front face F to the back face B) and external
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Figure 6: Propagation of a stroke direction through a refractor.

refractions (i.e., from B to scene geometry). Single reflections can
also be handled in a similar way.

For every pixel Ii,j on Πimg , we pick its two neighboring pix-
els Ii+1,j and Ii,j+1. To model the internal refractions, we use
the GLC formed by the three internally refracted rays −−−−−→Fi,jBi,j ,−−−−−−−−→
Fi+1,jBi+1,j , and −−−−−−−−→Fi,j+1Bi,j+1 and we denote it as GLCinti,j . To
model external refractions, we use the GLC formed by the three ex-
iting rays ERi,j , ERi+1,j , ERi,j+1 and we denote it as GLCexti,j .
For GLCinti,j , its uv parametrization plane coincides with triangle
4Fi,jFi+1,jFi,j+1. For GLCexti,j , its uv plane coincides with tri-
angle4Bi,jBi+1,jBi,j+1, as shown in Fig. 6.

5.4 Stroke Direction Projection

For every pixel Ii,j on Πimg , we find the intersection point of ray
ERi,j with the opaque scene geometry, denoting it asP . To do this,
we find the corresponding texture coordinates in the layered dis-
tance map by the linear-secant intersection test [Umenhoffer 2007].
Recall that the principal directions of the surrounding diffuse sur-
faces have been computed and stored on the layered distance map
(Sec. 3), and we can simply fetch the principal directions ~V of P
from the map.

To propagate ~V back to Πimg , we first project ~V onto triangle
4Bi,jBi+1,jBi,j+1 as ~V B using GLCexti,j . We then project ~V B

onto4Fi,jFi+1,jFi,j+1 as ~V F usingGLCinti,j . Finally, we project
~V F onto Πimg using the standard perspective projection as ~V img .
We then use ~V img as the final projected principal direction.

In theory, the GLC line-projection (Section 4.3 in [Yu and McMil-
lan 2005]) should be used for back-projecting the stroke directions.
However, unlike in a perspective camera where lines are always
projected to lines, lines in a GLC are usually projected to curves
and the final propagated directions should be tangent to the curves.
Although this mapping has a closed-form solution, it will introduce
higher computational overhead on a GPU.

In our implementation, we simply pick a point Q along ~V on the
opaque surface, i.e., Q = P + ε~V with a small ε. We then project
Q into the corresponding GLCs using the GLC point projection in
Eq. (6). Notice that point P on the opaque surface directly maps
to pixel Ii,j on the image plane. Therefore, we use the direction
from Ii,j to Qimg as the final projected principal direction. The
pipeline of the propagation algorithm is illustrated in Fig. 6 and the
supplementary video.
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6 Image-space Stroke Mapping

In this section, we present a per-pixel stroke mapping technique
that can be applied to a dynamically varying direction field. Simi-
lar to other image-space stroke mapping techniques [Salisbury et al.
1997; Lee et al. 2006], the input of our technique consists of three
key components: the tone (intensity) map, the stroke direction map,
and the stroke textures. The tone map is directly obtained from
the photo-realistically rendered image (Sec. 3). The stroke direc-
tion map contains the estimated/propagated principal directions for
diffuse/specular objects (Secs. 4 and 5). The stroke textures are
stored as a 3D volume tonal art map [Webb et al. 2002], where each
2D slice corresponds to a stroke texture with a specific intensity.
Since our method is conducted in image space, we can avoid using
an additional texture hierarchy for Level-Of-Detail (LOD) control.
Compared to the hatching particles methods [Snavely et al. 2006;
Breslav et al. 2007], our stroke texture based technique efficiently
generates longer and more coherent line strokes. It also provides
easier control for synthesizing different rendering styles.

6.1 Stroke Direction Smoothing

Hertzmann and Zorin [2000] demonstrated that smoothing principal
direction fields helps improve the visual quality of stroke mapping
onto polygonal models. Therefore, we first apply smoothing to the
stroke direction map. Similar to [Kang et al. 2007], we filter the
direction at each pixel by blending its neighboring directions;

t′(x) =
∑

y∈Ωr(x)

φ(x, y)ws(x, y)wd(x, y)t(y) (7)

where t′(x) is the smoothed direction of a pixel x. Ωr(x) is a cross-
shaped kernel centered at x which contains only the horizontal and
vertical neighbor pixels. t(y) is the current direction at a neighbor
pixel y. φ, ws, and wd are the sign function, spatial weight, and
directional weight, respectively. φ(x, y) is 1 if t(x) · t(y) > 0 and
−1 otherwise. ws(x, y) is 1− ||x−y||

r
if ||x− y|| < r. Otherwise,

ws(x, y) is 0. wd is defined by |t(x) · t(y)|. The kernel size r is
set inversely proportional to the pixel depth so that the smoothing
amount is reduced for the pixels distant from the viewpoint.

To avoid averaging pixels crossing silhouettes or creases, we detect
and mark the discontinuous pixels in depth and normal maps of the
rendered scene. In the smoothing process, these pixels are used to
prohibit blending neighbor principal directions. That is, we define
ws(x, y) as 0 if a discontinuous pixel lies between x and y. In our
stroke mapping technique, strokes are mapped onto the silhouettes
and creases as the last step, and the discontinuous pixels will be
overdrawn by these strokes.

To speed up the direction smoothing, we first downsample the raw
principal direction map to 1/4 of its original size. Then, we apply
Eq. (7) to the downsampled direction map 2-6 times with the ker-
nel radius of 5-10 pixels. The final direction map is obtained by
upsampling the smoothed result.

6.2 Cut-and-Paste of Stroke Textures

At each pixel, our stroke mapping algorithm first selects a slice of
the stroke volume texture using the pixel’s intensity and then maps
the selected 2D texture along the stroke direction. However, map-
ping a 2D texture along a given direction on-the-fly is rather chal-
lenging. Notice that previous real-time hatching techniques [Praun
et al. 2001; Webb et al. 2002] require parameterizing the 3D model
onto a 2D map for stroke texture mapping. For dynamic meshes,
updating the parametrization is expensive and hence is not applica-
ble for real-time applications.

To resolve this problem, we extend the image-space stroke mapping
technique proposed for real-time pencil rendering [Lee et al. 2006].
In their approach, strokes are mapped by rotating a 2D texture with
the angle of a stroke direction. For each triangle, three rotated 2D
textures are mapped and 3-way blended, where the rotation of each
texture is determined by the principal direction stored at a vertex.
The mapping unit of their technique is a triangle and the same set of
rotated textures are mapped onto all pixels in a triangle. However,
this method cannot be directly applied to handle per-pixel stroke
directions used in this paper.

We re-interpret the triangle-based technique as a cut-and-paste pro-
cess of a 2D texture region onto the image space, where the region
is designated by a triangle. Since a pixel is too small as a region for
cut-and-paste, we quantize the principal directions stored at pixels
to obtain a 2D partition of image space (see Fig. 7(b)). The original
angle θ ∈ [0, π) of a principal direction is quantized to θk, where
the number of quantization levels is between 12 and 24.

We then determine the stroke texture coordinates T for each pixel
by rotating the pixel position (x, y) in image space using the quan-
tized angle θk. That is,

T (x, y) = (cosθk · x− sinθk · y, sinθk · x+ cosθk · y) (8)

Note that all pixels in a 2D partition have the same quantized angle
and will go through the same rotation to obtain the texture coordi-
nates. Consequently, a region in the stroke texture will be cut and
pasted onto the partition (see Figs. 7(b) and 7(c)).



6.3 Blending and Offsetting Partitions

The basic cut-and-paste of stroke textures may create discontinuity
artifacts at the partition boundaries. To reduce these artifacts, we
blend three adjacent partitions. For each pixel, we generate three
texture coordinates by rotating the pixel position with the quantiza-
tion angles θk−1 and θk+1 in addition to θk, where θk−1 and θk+1

are the adjacent quantization levels of θk. The three texture values
stored at the computed texture coordinates are then blended to ob-
tain the final stroke texture. The blending weights are set inversely
proportional to the differences of the original angle θ from the quan-
tized angles, θk−1, θk, and θk+1. Fig. 7(d) shows an example of the
blending result.

Although the weighted blending scheme can successfully hide the
partition boundaries, we may still have non-smooth transitions near
the partition boundaries. Finer quantization of principal directions
can reduce such artifacts but would make the strokes choppier. We
adopt a commonly used technique in pencil or pen-and-ink draw-
ing; humans commonly draw several overlapping strokes, instead
of a long curve, to depict a curved shape in hatching. Based on
this observation, we use multiple sets of quantization ranges for the
principal directions, where the corresponding ranges from different
sets partially overlap.

In the case of two sets, to obtain the second set, we offset the quan-
tization ranges in the first set by a half of the quantization inter-
val. We use each set of quantization ranges separately for mapping
stroke textures in image space and then blend the results. In the
blending result, some strokes from one range set will be placed on
the partition boundaries from the other set. Fig. 7(e) shows that this
approach effectively reduces the artifacts on partition boundaries.

7 Results

We have implemented our real-time line-art illustration system us-
ing shader model 4 on DirectX 10 platform. All experiments were
performed on a PC with 2.4 Ghz Intel Core2 Duo 6600 CPU, 2GB
memory, and an NVidia GeForce 8800 ULTRA. Except for Fig. 1,
all examples shown in the paper and in the supplementary video
were rendered at an image resolution of 640 × 480. For silhouette
edges, we have implemented the image-space edge enhancement
method [Nienhaus and Doellner 2003] to draw contours on top of
hatching.

Table 1 summarizes the performance of our rendering system with
different models and settings. Since our principal direction estima-
tion, stroke direction propagation, and stroke mapping algorithms
are all conducted in image space, the rendering time scales with
both the image resolution and the percentage of the image covered
by the scene objects. Furthermore, since our method uses the GPU-
based ray tracing to handle double refractions, the frame rate of
rendering refractions is lower than rendering reflections. The per-
formance of our framework, however, does not strongly depend on
the number of vertices in the model. This is a significant advantage
of our framework over using the geometry shader.

In Fig. 9, we render a dynamically animated dancer with a pen-
drawing style. The dancer model consists of 7,061 vertices and a
pre-recorded animation trajectory is stored for each vertex. Our
system is able to render at about 53 fps at an image resolution of
640× 480. Since our GPU-based algorithm estimates the principal
direction fields for every frame, dynamic line strokes are applied
onto the model as it gets animated. The line stroke patterns signif-
icantly improve the visual fidelity of the motion and reveal impor-
tant shape deformations on the back, the arms, and the legs of the
model, which are difficult to perceive using classical photorealistic
rendering.

(a) (b)

Figure 8: Comparison between (a) the hybrid hatching-ray-tracing
method and (b) our stroke propagation method on a refractive torus.

Our image-space approach can also handle highly complex scenes.
In Fig. 1, we render line-art illustrations of a group of 50 dynam-
ically animated elephants. Each elephant model consists of 42K
vertices and is independently animated. The background scene con-
tains 147K vertices. Fig. 1 is rendered at about 9 fps with an image
resolution of 1600 × 600. The elephant group sequence shown in
the supplementary video is rendered with 640 × 480 resolution at
about 11 fps.

We can use our system to illustrate refractive and reflective objects
with a line-art style. In Fig. 10(b), we apply our system to render
SIGGRAPH Asia Proceedings seen through a magnifying lens. We
discretize each side of the lens into 100× 33 quadrilaterals. Com-
pared with traditional photo-realistic rendering, our framework ef-
fectively conveys the refraction geometry, especially in the regions
that have uniform shadings under photo-realistic rendering. The
line strokes also reveal the shape characteristics of the magnifying
lens, which are largely missing in Fig. 10(a). In Fig. 10(c), we ren-
der the same scene in a pencil-drawing style using the pencil stroke
texture. Both pen and pencil illustrations provide artistic looks and
strong feelings of the drawing media.

In Fig. 11, we apply line-art styles on a mirror teapot in a living
room scene. Our system renders about 23 fps at an image resolution
of 640 × 480. Notice the strokes drawn on the specular surface
explicitly illustrate the stretching, shearing, and curving distortions
caused by reflection. Furthermore, the width and the density of
the line strokes are highly coherent across the whole image despite
non-uniform distortions over the mirror surface.

Recall that we use stroke propagation for illustrating specular sur-
faces. A simple alternative is to use the hybrid hatching-ray-tracing
technique, where we first render the background object in a line-
art style and then render the foreground refractor using ray trac-
ing, as shown in Fig. 8. However, since the line strokes obey cer-
tain randomness in both intensity and width, ray-tracing the refrac-
tor towards a hatched background may produce discontinuous and
aliased strokes. Even though the aliasing can be reduced by filter-
ing, the resulting strokes would appear blurrier, as shown in Fig.
8(a). Our stroke propagation approach, on the other hand, is able to
generate sharp and coherent line strokes, as shown in Fig. 8(b).

Finally, we demonstrate the use of our system to illustrate scenes
containing both dynamic and specular objects. In Fig. 12, we use
a pen-drawing style to render a jumping human torso model seen
through a magnifying lens. The human torso model consists of 16K
vertices and a position trajectory is stored at each vertex. Each side
of the magnifying lens is discretized into a mesh with 6K triangles.
We assume double-sided refractions and use the ray-marching al-
gorithm [Umenhoffer 2007] with 100 iterations to compute the ray-
scene intersections. Our system renders at about 11 fps with an
image resolution of 640 × 480. Notice that the strokes inside the
magnifying lens have the same sharpness level as the ones outside
of the lens.



pixel frame
scene mode # vertices coverage rate

dance (Fig. 9) diffuse 7,065 51% 53 fps
book (Fig. 10) refraction 8,519 93% 16 fps
teapot (Fig. 11) reflection 110,101 99% 23 fps
jump (Fig. 12) refraction 23,920 30% 11 fps

elephant (Fig. 1) diffuse 2,263,551 71% 9 fps
Table 1: Frame rates with different settings. All images are ren-
dered at the resolution of 640×480, except for Fig. 1 whose resolu-
tion is 1600×600. The frame rates were recorded with 30 ∼ 100%
pixels in the image covered by scene geometry.

8 Limitations and Future Work

Our normal-ray-based principal direction estimation is a simplified
solution to the non-linear optimization in [Yu et al. 2007a]. Al-
though it is magnitudes faster than the non-linear optimization, its
accuracy depends highly on the accuracy of input normals and po-
sitions. For example, a coarse input mesh can cause abrupt changes
of the normal rays across the edges and lead to large numerical
errors when solving the ray characteristic equation. In our exper-
iments, we used polygon meshes with moderate numbers of trian-
gles and experienced no serious numerical errors.

The most expensive step in our reflection and refraction illustration
algorithm is to estimate the ray-geometry intersections. Despite re-
cent advances in GPU ray tracing, existing algorithms, including
ours, are still computationally heavy. The multi-layer linear-secant
search algorithm [Umenhoffer 2007] used in our system will need
very small step-size and hence, more iterations, to completely elim-
inate the aliasing artifacts near the layer boundaries. Furthermore,
as we use the cube maps for representing the geometry, severe de-
formation of the curved reflector/refractor may cause additional res-
olution problems when ray samples become highly uneven.

For stroke direction propagation, the necessity of using ray tracing
instead of rasterization originates from the non-pinhole ray struc-
ture. Recall that our stroke propagation method solves the inverse
ray tracing problem by approximating the local rays as the GLCs.
This indicates that developing a GLC rasterization engine has the
potential to benefit ray tracing. In the future, we will explore how
to use the GPUs to emulate GLC projections and rasterization. An-
other possible solution is to defer the principal direction estimation
to later stages in the pipeline. For example, one can warp the nor-
mal and position maps onto the specular surfaces and then apply
the normal-ray foci algorithm to compute the warped principal di-
rection. However, such warps are still highly non-linear and may
require using the same GLC framework that we used for propagat-
ing the principal directions. It will be particularly interesting to
compare the computational overhead when switching the order of
the principal direction estimation and propagation stages.

Our stroke mapping technique is an image-space approach and pro-
vides reasonable degree of temporal coherence. In an image-space
approach for stroke mapping, controlling the shower-door effect has
been an important problem. Our stroke mapping technique is not
yet equipped with a specific handling of the shower-door effect. In
the case of zoom-in/out and panning, visual disagreement of the
stroke textures and 3D objects may happen with our technique. Al-
though Breslav et al. [2007] proposed an image-space solution for
resolving the shower-door effect, combining our framework with
their technique requires modifying the processing pipeline and is
left as future work.
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Figure 9: Real-time line-art illustrations of a dynamically animated dancer model (53 fps).

Figure 10: Rendering SIGGRAPH Asia Proceedings seen through a magnifying lens. (a) Standard photorealistic rendering. (b) Illustration
in a pen-drawing style (16 fps). (c) Illustration in a pencil-drawing style (16 fps).

Figure 11: Illustrating a mirror teapot in an indoor scene. (a) The environment and the teapot are rendered in a pen-drawing style. (b) and
(c) are the closeup views of the teapot in pen- and pencil-drawing styles, respectively (23 fps).

Figure 12: Illustrating a jumping torso through a magnifying lens (11 fps).


