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Abstract. The majority of the existing techniques for surface reconstruction and the closely related problem of normal estimation are deterministic. Their main advantages are the speed and, given a reasonably good
initial input, the high quality of the reconstructed surfaces. Nevertheless,
their deterministic nature may hinder them from eﬀectively handling incomplete data with noise and outliers. In our previous work [1], we applied
a statistical technique, called ensembles, to the problem of surface reconstruction. We showed that an ensemble can improve the performance of
a deterministic algorithm by putting it into a statistics based probabilistic setting. In this paper, with several experiments, we further study the
suitability of ensembles in surface reconstruction, and also apply ensembles to normal estimation. We experimented with a widely used normal
estimation technique [2] and Multi-level Partitions of Unity implicits for
surface reconstruction [3], showing that normal and surface ensembles can
successfully be combined to handle noisy point sets.

1

Introduction

Creating a 3D model of a real world object is a lengthy and complicated process.
Despite recent progress, the whole procedure is still far from being optimal and
may also need some manual input (e.g., see [4,5]). As a result, 3D content is still
relatively scarce, slowing the spreading pace of 3D in critical applications like
e-commerce.
The 3D modeling pipeline starts with the acquisition stage. We scan the physical object acquiring geometric information, usually in the form of a point cloud.
The next task, which is the topic of this paper, is processing the geometric information to create a surface representation of the boundary of the scanned object.
This problem is known in the literature as surface reconstruction.
Surface reconstruction is closely related to the problem of normal reconstruction for an unorganized point cloud (also referred in the literature as normal
estimation). The reason is that the fastest and more robust surface reconstruction algorithms require points with normals as input, instead of unorganized
points. Clearly, good normal reconstructions are necessary for good surface reconstructions. In our experiments [1], outlier normal noise was the most likely
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source of problems when using the state-of-the-art surface reconstruction techniques, such as [3].
Most of the proposed surface reconstruction techniques are deterministic and
control the quality of the surface through a user speciﬁed error bound. However,
noisy or incomplete data often lead to reconstructions that do not faithfully
represent the input, even when the error bound is set to zero. In this case,
further manual input may be necessary for an acceptable result.
As we argued in [1], the robustness of a deterministic algorithm can be improved by putting the algorithm in a probabilistic setting with repetitive random
subsampling of the input and averaging of the diﬀerent outputs. The trade-oﬀ for
the improvement in the robustness is the extra computational cost. We believe
that this is well justiﬁed in the case of surface reconstruction, given that the
process is not yet fully automated and the extra spent computational time can
save human labor time. In addition, surface reconstruction is usually an one-oﬀ
process, justifying more computation to obtain a better quality result.
To put a deterministic algorithm into a probabilistic setting, ﬁrst, we randomly subsample the input data to create several subsets of input which are not
necessarily distinct. Next, we use the deterministic algorithm to process each one
of the subsets separately. The result is a set of several diﬀerent outputs which is
called an ensemble. In the last step, the members of the ensemble are combined
into a single output. The latter is expected to have higher quality compared to
the individual members of the ensemble.
In this paper, we use ensembles for two closely related problems, surface and
normal reconstructions. The deterministic algorithm we use for normal reconstruction was proposed by Hoppe et al. [2] and is still widely used (e.g., [6]).
The deterministic algorithm we chose for surface reconstruction is the Multilevel Partition of Unity (MPU) implicits [3], which is one of the fastest and most
up-to-date techniques available.
The main contributions can be summarized as follows;
– We demonstrate the eﬀectiveness of the ensemble framework by experimenting with speciﬁc surface [3] and normal [2] reconstruction techniques.
– We investigate how the ﬁnal reconstruction is aﬀected by the
• averaging method that creates the ﬁnal output
• sampling rate
• number of ensemble members

2
2.1

Preliminaries
Ensembles

The ensemble technique is one of the central themes of statistical learning. In
a general setting, a probabilistic algorithm, running many times on the same
input data, generates several diﬀerent outputs which are then combined into a
single model. To optimize this process, it is important to use a robust averaging
formula for combining the members of the ensemble.
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The tools and the methodology for the study of the averaging rules depend
heavily on the categorization of the algorithm as supervised or unsupervised. In
the case of a supervised algorithm, we have some knowledge of the properties of
the outputs. For example, we may know the error of each output. This knowledge
can be used to ﬁnd a combined output which will provably converge to zero error
under mild conditions [7,8].
In an unsupervised algorithm, which is the case of this paper, we do not
have any knowledge of the properties of the outputs. Thus, mean averaging,
or a majority vote in the discrete case, is the only available option from the
theoretical point of view. Nevertheless, we may still be able to devise a more
sophisticated averaging rule that will be more robust in practice. We address
this important issue in Sections 3.2 and 4.2.
In [9], the ensemble technique has been applied to the problem of surface reconstruction, showing a considerable improvement over the corresponding single
reconstruction algorithm [10]. However, in [9], the ensemble technique was used
over a naturally probabilistic algorithm, while here we impose a probabilistic
setting on a deterministic algorithm and show that this improves its robustness.
2.2

Normal Estimation Techniques

The estimation of normals for an unorganized point cloud is usually done in two
steps. The ﬁrst step is the estimation of a tangent plane at each point, which will
give the direction of the normal at that point. The second step is to determine
a consistent orientation for the tangent planes at all points.
Regarding the estimation of the tangent plane, Hoppe et al. [2] use principal
component analysis on the k-neighborhood of a point. As a result, the estimated
tangent plane is the minimum least square ﬁtting of the k-neighborhood. Its normal is the eigenvector corresponding to the smallest eigenvalue of the covariance
matrix of the k-neighborhood. Pauly et al. [11] improve on this by minimizing
a weighted least square distance, where the weights are given by a sigmoidal
function. Gopi et al. [12] use singular value decomposition to minimize the dot
product between the estimated normal and the vectors from the point to its
k-neighbors. Hu et al. [13] proposed a bilateral normal reconstruction algorithm
which combines estimations obtained at diﬀerent sampling rates. Mitra et al.
[14] use the least square ﬁtting of the points inside a sphere of a given radius.
Dey et al. [15] compute normals pointing to the center of the largest Delaunay
ball incident to that point. Techniques for normal smoothing [16] are also related
to the problem of normal estimation.
The second step in normal reconstruction is the consistent orientation of the
tangent planes. It has attracted relatively little research interest and the pioneering work [2] is still widely used as the state-of-the-art. In [2], they start from an
arbitrarily oriented tangent plane and propagate its orientation to its neighbors,
guided by a minimum spanning tree. The edge weights of the tree are the angles
between the tangent planes.
This second step looks much simpler as it only adds a binary attribute to the
non-oriented tangent plane. Moreover, given a good point sample from a smooth
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orientable surface, one would expect very few inconsistencies. Nevertheless, by
wrongly orienting an exact tangent plane, we obtain a normal vector opposite to
the correct. That is, the wrong orientation of the exact tangent plane produces
the highest possible error, which means that at the second step of the normal
estimation, we might introduce outlier normal noise. In our experiments, we
found that this second step is more likely to introduce the kind of error that
most aﬀects the visual quality of the ﬁnal reconstruction.
2.3

Surface Reconstruction Techniques

A large category of the proposed surface reconstruction algorithms can directly
process points without normals. α-shapes are used in [17] and B-spline patches
are ﬁtted with detail displacement vectors in [18]. In [19,20,21,22], the surface is
reconstructed from the Delaunay tetrahedrization of the point set.
Another category of algorithms requires points with normals as input. In this
case, an implicit function f : R3 → R is ﬁtted to the input data and then
the surface is extracted as the zero level set of f . This volumetric approach
was pioneered in [2]. The current state-of-the-art in this approach includes a
radial basis function based technique [23] and the MPU implicits [3] which uses
quadratics.
In this paper, we use the MPU implicits [3], which is suitable for reconstructing a surface from a large point set equipped with normals. The algorithm divides a bounded domain into cells, creating an octree-based partition of the
space, and approximates the local shape of the points in each cell with a piecewise quadratic function. If the local approximation for a cell is not accurate
enough, the cell is subdivided and the approximation process is repeated until a user-deﬁned accuracy is achieved. Finally, all the local approximations are
blended together using local weights, giving a global approximation of the whole
input point set.

3

Review of Surface Ensemble

The use of ensembles for surface reconstruction was proposed in [1]. The input
of the algorithm is a point cloud P with normals and the output is a surface S.
The pseudocode of the algorithm is
Surface Reconstruction Ensemble
Input: Point cloud P with normals.
Output: Surface S.
1. Create several random subsets of P . These subsets may overlap.
2. Process the subsets separately with a deterministic surface reconstruction
algorithm.
3. Use a surface averaging method to combine the reconstructions obtained in
Step 2 into a single surface S.
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Surface Ensemble Generation

For simplicity, the m subsets of P are created by random subsampling of P .
In the case of surface reconstruction, each ensemble member gives one function
value to each point of the space, regardless of the distribution of randomly sampled points. In contrast, as we will see in Section 4.1, a slightly more complicated
procedure of random sampling without repetition is required for a normal ensemble, in order to guarantee an adequate number of normal estimates at every
point.
After obtaining the random subsets, we use the MPU algorithm to generate
an implicit surface representation for each subset. In the experiments, we used
the MPU implementation available on the internet.
3.2

Surface Averaging

As a result of the ensemble generation in Section 3.1, we obtain a set of m
functions
(1)
fj : R3 → R, j = 1, . . . , m.
The zero level set of each function fj deﬁnes a surface Sj . The combined ensemble
surface S is the zero level set of a function f obtained by averaging the member
functions fj .
The simplest way to deﬁne f at a point x is to take the mean average
1
fj (x).
m j=1
m

f (x) =

(2)

In some cases, this simple average may be satisfactory. However, as it was shown
in [1], the robustness of the method can be improved by removing probable
outliers from the set of functions we average. Without loss of generality, assume
that at a given point x, we have
f1 (x) ≤ f2 (x) ≤ . . . ≤ fm (x).

(3)

A more robust averaging function is given by
f (x) =

m−r

1
fj (x).
m − 2r j=r+1

(4)

In other words, we compute a mean average of the functions fj at x after excluding the r smallest and the r largest values. The function f in Eq. (4) is continuous
[1]. It was also shown that r = m/4 works nicely in practice, especially for the
handling of outlier noise [1].

4

Normal Ensemble

The input of the ensemble for normal reconstruction is a set P of points without
normals. We ﬁrst generate random subsets of P and use them to compute the
members of the normal ensemble. We then combine the members into a single
normal reconstruction. The process is summarized by the following pseudocode;
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Normal Reconstruction Ensemble
Input: Unorganized point cloud P .
Output: Point cloud with normals PN .
1. Create several overlapping random subsets of P .
2. Process each subset separately estimating normals for its points.
3. For each point of P , estimate a single normal by combining all
the normals estimated for this point at Step 2.
4.1

Normal Ensemble Generation

First, we subsample P to create the subsets Pi , i = 1, . . . , k. Among diﬀerent
possible ways to perform the subsampling, we choose the simplest solution, as
long as the simplicity does not compromise the quality of the results.
In our experiments, the sets Pi , i = 1, . . . , k, have the same number of points,
|P1 | = |P2 | = · · · = |Pk |,

(5)

where |P | denotes the number of points in P . The sampling rate d = |Pi |/|P | is
the density of the subsampling. Obviously, the value of d aﬀects the quality of the
normal estimation. For example, if d = 1, the algorithm becomes deterministic
and no improvement over the single reconstruction is possible. On the other
hand, a very small d may again yield bad estimates because points that are far
away from Pi may become its closest neighbors.
The choice of k, i.e., the number of members of the ensemble, is a trade-oﬀ
between speed and quality. The normal estimation algorithm will run k times
on a set of size |Pi | and thus, a large k will slow the process down. On the other
hand, there will be about m = k · d diﬀerent normal estimations for each point
of P and the higher this number, the more accurate the estimates.
During this process, it is important that each point is sampled several times,
because the goal is to obtain good normal estimations for all the points of P .
However, if the random sampling algorithm does not explicitly avoid repetitions,
there is a possibility that some points of P will be sampled very few times, or
never. To solve this problem, we create the subsets Pi using an algorithm for
sampling without repetition and when we exhaust all the points of P , we start
the sampling without repetition all over again.
After constructing the random subsets Pi , we use the algorithm described in
[2] to obtain normal estimations. In the experiments, we adopted the implementation of the algorithm available on the internet and used the default parameters
in most cases.
4.2

Normal Averaging

In the previous step, for each point of P , we obtained several diﬀerent normal
estimates. Next, we have to combine them into a single estimate with a less
expected error. Similarly to Eq. (2), we can use the normalized mean average
n=

m

i=1

(ni )/|

m

i=1

(ni )|.

(6)
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To improve on the results obtained with mean averaging, we have to ﬁnd
a robust normal averaging analogous to Eq. (4). One possible way is to start
with Eq. (6) and then ﬁnd the estimates that deviate most from n. That is, for
each nj , we compute the angle θj between n and nj . Without loss of generality,
assume that
θ1 ≤ θ2 ≤ . . . ≤ θm .
(7)
We can exclude the r estimates with the larger deviations from n and average
the rest of them using [24]. That is, we ﬁnally obtain
nf = Aver(n1 , . . . , nm−r ),

(8)

where Aver() is the average of normals proposed in [24].
We experimented with r = m/2, excluding about a half of the estimates. It is
highly unlikely that outlier noise, e.g., wrongly oriented normals, covers more than
a half of the samples. However, we still witnessed some problems with the quality
of the normal reconstruction, which we attributed to the inaccurate ordering of
the normals caused by the low accuracy of the initial mean average in Eq. (6).
To improve the accuracy of the normal estimation, we notice that Eq. (7)
orders the normals according to their total variance
1 
(1 − v · nj )2 .
m j=1
m

V ar(v) =

(9)

Then, instead of directly using Eq. (9) to order the normals, we compute the
sum of total variances
V ar(N ) =

m m
1 
(1 − ni · nj )2
m2 i=1 j=1

(10)

and use its constant multiple as the threshold for outlier detection. That is,
if V ar(ni ) is larger than c · V ar(N ), we consider ni to be an outlier. In this
approach, at diﬀerent points, a diﬀerent number of outliers may be removed.
We consider this as an important improvement, because we do not expect the
outliers to be evenly spread over P . In our experiments, we found that a value
for c between 1.1 and 1.3 achieves the best results. Notice that a value c = 1
means that a normal is outlier when its total variance is larger than the average
of the total variances.
The same approach to outlier removal can also be applied to surface ensembles.
However, in that case, we also have to consider the continuity of the ﬁnal surface.
Thus, the total variance approach becomes too complex on surfaces, which is why
we did not use it in this paper.

5

Ensemble Experiment with an Implicit Model

To validate the ensemble algorithms, we tested them on a surface with a known
analytic formula. We used the tangle cube given by the equation
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x4 − 5x2 + y 4 − 5y 2 + z 4 − 5z 2 + 11.8 = 0,

(11)

which has a fairly complex shape and non-trivial topology (see Fig. 1(a)).
In the set up of the validation experiment, we followed the approach used in
[22]. We ﬁrst sampled a large number of points from the tangle cube, here N =
244, 936 points. In addition, we sampled subsidiary points to which we added
noise or outlier noise by randomly perturbing the positions from the original. We
created ﬁve point sets with diﬀerent amounts of noise or outlier points. In the
ﬁrst point set, we added some outliers with much larger amount of perturbation
as well as noisy points. Other point sets contain only noisy points. Table 1 shows
the maximum displacement from the original position used for generating noisy
and outlier points, measured as the percentage of the diagonal of the bounding
box. The ratio of the number of subsidiary points to N , i.e., the number of points
without noise, is inside the parentheses.
Table 1. Five point sets representing the tangle cube with diﬀerent amounts of noise
Model
Noise
Outlier
Model
Noise Outlier
Tangle A 2%(30%) 14%(8%) Tangle D 5%(60%) none
Tangle B 2%(30%) none
Tangle E 5%(90%) none
Tangle C 5%(30%) none

5.1

Error Measurement

To evaluate the normal reconstructions, we measured the errors in all points
except those with added noise, where we do not have an analytical formula for
the exact normal. The average error is

1 
RM S =
(1 − nej · nj )2
(12)
N j
and the maximum error is
M AX = max (1 − nej · nj ),
j

(13)

where nej is the estimated normal and nj is the exact normal computed from the
analytical formula of the surface.
To evaluate the surface reconstructions, we measured the distances of the N
original points sampled on the tangle cube from the reconstructed surfaces. The
distances were computed by the Metro tool [25], where we adjusted the tool to
measure the distances of points from a mesh.
5.2

Eﬀectiveness of the Ensembles

We validated the ensemble technique with experiments on tangle A and tangle
B. They have the same amount of noise but the former also has outliers. In the
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experiments, for normal ensembles, the sampling rate d is 0.1 and the number of
ensemble members m is 6, which implies that the number of subsets k is 60. For
surface ensembles, the sampling rate is 0.2 and the number of ensemble members
is 11.
Table 2 shows the results of normal reconstructions. As expected, the error of
the normal reconstruction always decreases with the use of ensemble. Table 2 also
shows a comparison of the three normal averaging methods described in Section
4.2. In the case of tangle A, which contains outliers, the more sophisticated
averaging rule using Eq. (10) achieves the best results. However, in the case
of tangle B, which does not contain outliers, the simple averaging of Eq. (6)
produces the best results. From these results, we can see that the averaging rule
with Eq. (10) is most eﬀective when the given point set contains some outliers.
Table 3 shows the results of surface reconstructions. In tangle A, the use
of more accurate normal estimates decreases the RMS error of the surface reconstruction. We also notice that the error of the corresponding reconstructed
surfaces is almost the same, regardless of the normal averaging method used.
Regarding the use of surface ensemble, it always decreases the MAX error of the
reconstructed surface. Surface ensemble decreases the RMS error in tangle A,
Table 2. Normal Ensembles: “S. Avg.” is the simple average of Eq. (6). “O. Avg.” is
the average with normal ordering of Eq. (8). “V. Avg.” is the average with the total
variance of Eq. (10). The computation time is measured in seconds on a PC running
Windows with a Pentium 4 630 processor with 2GB memory.
Model # Points
Time (sec)
Tangle A 337,698 RMS (×10−4 )
MAX (×10−4 )
Time (sec)
Tangle B 317,934 RMS (×10−4 )
MAX (×10−4 )

Single
Est.
34.73
44.15
853.4
30.44
26
420.65

Normal Ens.
S. Avg. O. Avg. V. Avg.
251.31 252.70 253.28
8.08
8.29
7.45
188.98 208.66 180.8
226.70 228.23 228.45
3.15
4.04
4.09
73.19 104.07 90.09

Table 3. Surface Reconstruction: For surface ensembles, “S. Avg.” is the simple average
of Eq. (2). “R. Avg.” is the robust average of Eq. (4). The normals obtained by the
normal ensemble with “V. Avg.” were used for surface ensembles. The computation
time is measured as in Table 2.
Model # Points
Time (sec)
Tangle A 337,698 RMS (×10−4 )
MAX (×10−4 )
Time (sec)
Tangle B 317,934 RMS (×10−4 )
MAX (×10−4 )

Single N.
48.05
3.56
40.12
12.53
1.78
11.28

Single MPU
S. Avg. O. Avg.
30.19 30.06
2.98
3.01
50.76 47.16
12.55 12.75
1.88
1.58
11.72 12.21

Surface Ens.
V. Avg. S. Avg. R. Avg.
30.08 114.19 114.26
2.99
2.46
1.84
46.88
26.42 21.03
12.70
51.75
54.0
1.93
1.78
1.77
12.77
8.58
8.67
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(a) Original

(b) Single normal (c) Simple average (d) Eq. (10) average
Fig. 1. Tangle Cube: Comparison of diﬀerent normal estimates and the surfaces obtained from them. At the top of (b), (c) and (d), each point is rendered with illumination
determined by the normal vectors. At the bottom of (b), (c) and (d), the surfaces are
reconstructed using a single MPU.

while it slightly aﬀects the RMS error of tangle B. In addition, in tangle A which
contains outlier noise, the robust averaging is better than the simple averaging in
surface ensembles. In the experiments of surface ensembles, we used the normals
obtained by the normal ensemble with the total variance averaging in Eq. (10).
Fig. 1 visualizes the results of normal ensembles on tangle A, which have
higher visual quality than those with single normal estimation. In contrast, numerically, the error of a single MPU using single normal estimation is not much
worse than that of a single MPU using normals from ensembles (see Table 3).
However, as the large diﬀerence in the visual quality reveals, this is due to the
fact that we measure the error as the distances of the points on the original
surface from the reconstruction. That is, all these artifacts in the reconstruction are not fully penalized by the error metric. If we computed distances from
the points on the reconstruction to the original tangle cube instead, then the
error measure would be more faithful to the visual quality. Nevertheless, the
former distances, from the tangle cube to the reconstruction, are more consistent with the error metric for normal estimation and we used them in this
paper.
Fig. 2 shows that the visual quality of the surface ensemble is better than
that of a single surface reconstruction.
5.3

Inﬂuence of the Sampling Rate

In this section, normal and surface ensembles are experimented with diﬀerent
sampling rates. The number of ensemble members is ﬁxed, which is 6 and 11 for
normal and surface ensembles, respectively. For normal and surface averaging,
we used the robust techniques with Eq. (4) and Eq. (10), respectively. In the
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(a) Original

(b) Single MPU
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(c) Simple average (d) Robust average

Fig. 2. Tangle Cube: Comparison of surfaces obtained from single MPU and surface
ensembles

experiments of surface ensembles, we used the normals obtained by the normal
ensemble with the sampling rate of 0.1.
Table 4 shows the relationship between sampling rate and noise. In the case
of normal ensembles, a larger amount of noise in the point set leads to smaller
optimal sampling rates. Indeed, tangle C has 0.1 as optimal sampling rate, tangle
D has 0.05-0.1, and tangle E has 0.05. In contrast, in the case of surface ensemble,
all of three models have the optimal sampling rate in the range of 0.2-0.25.
Table 4. Experimental results with various sampling rates
Model (×10−4 )
RMS
MAX
RMS
Tangle D
MAX
RMS
Tangle E
MAX
Tangle C

5.4

0.01
5529.59
19999.62
43.54
1256.24
35.38
782.66

Normal Ensemble
0.05
0.1
0.2
9.32 7.97 13.12
208.73 143.22 255.5
10.26 13.01 26.39
215.42 141.6 400.76
11.84 18.72 40.92
205.21 227.26 758.52

0.3
20.27
320.18
42.96
731.48
69.02
1079.01

0.1
2.5
18.21
3.53
23.41
3.96
22.83

Surface Ensemble
0.15 0.2 0.25 0.3
2.38 2.37 2.36 2.41
22.59 18.15 23.03 23.25
3.33 3.3 3.26 3.7
22.36 22.46 22.58 23.77
3.79 3.67 3.65 3.7
23.72 21.93 22.24 23.77

Inﬂuence of the Number of Ensemble Members

The ensembles studied here have their members created by the same probabilistic
process. Thus, all the members of an ensemble have the same expected error,
which can be written as the sum of the bias and the variance. When the size
of the ensemble increases, that is, when more members are added to it, the
variance component of the expected error of the ensemble decreases. Therefore,
if we use larger ensembles, we can expect more accurate reconstructions. Table 5
shows the experimental validation of this theoretical reasoning. As a trade-oﬀ,
the computational time also increases with the size of the ensemble.
In Table 5, the sampling rates are ﬁxed as 0.1 and 0.2 for normal and surface
ensembles, respectively. Robust averaging with Eq. (4) and Eq. (10) were used
for normal and surface ensembles, respectively. For surface ensembles, we used
the normals obtained by the normal ensemble when the number of ensemble
members is 6.
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Table 5. Experimental results with various numbers of ensemble members
Normal Ens.
Surface Ens.
6
12
18
5
11
17
Time (sec) 253.28 523.76 802.22 53.86 114.26 182.39
Tangle A 337,698 RMS (×10−4 ) 7.45 4.14 3.19 2.39 1.84 1.62
MAX (×10−4 ) 180.8 74.9 52.4 33.7 21.0 14.0
Model # Points

6

Experimental Results from Real Data

In this section, we show experimental results from two well-known point sets;
the bierkrug model from the ViHAP3D project and the armadillo model from
the Stanford 3D scanning repository. Throughout this section, we always use
Eq. (10) for normal averaging and the robust averaging with Eq. (4) for surface
ensembles.
Fig. 3 shows normal estimations with and without ensemble, and the corresponding single MPU reconstructions for the bierkrug model. In the experiments,
for normal ensembles, the sampling rate d is 0.2 and the number of ensemble
members m is 6. For surface ensembles, the sampling rate is 0.2 and the number
of ensemble members is 11.
In the visualization of the point sets in Figs. 3(a) and 3(b), the drawing inscribed on the bierkrug looks more detailed in the single normal estimation.
However, this does not mean that the single estimated normals are more accurate. In fact, in this area of the bierkrug, we have overlapping range images
and most of the single estimated normal information, even though visually pronounced, is of low quality. This is conﬁrmed by Figs. 4(c) and 4(d), where in
both cases the single MPU reconstructions smoothed out the inscription.
In Figs. 4(a), 4(c), 4(e), and 4(f), we show close-ups of the two single MPU
reconstructions of Fig. 3. In Figs. 4(b), 4(d), 4(g), and 4(h), we show close-ups of
the corresponding surface ensemble reconstructions using single estimated and
ensemble normal sets. The combination of normal and surface ensembles clearly

(a)

(b)

(c)

(d)

Fig. 3. Bierkrug: (a) Normals obtained by single estimation. (b) Normals obtained by
ensemble. (c) and (d) Single MPU reconstructions of (a) and (b), respectively.
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)
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Fig. 4. Bierkrug: (a) and (e) zoom-ins of Fig. 3(c). (c) and (f) zoom-ins of Fig. 3(d).
(b) and (g) show the result of the surface ensemble for Fig. 3(a). (d) and (h) show the
result of the surface ensemble for Fig. 3(b).

(a)

(b)

(c)

(d)

(e)

(f)

Fig. 5. Armadillo: (a)-(c) Single estimated normals. (d)-(f) Ensemble estimated normals. Left: Points with normals. Center: Single MPU. Right: MPU ensemble.

outperforms all the other methods. In particular, it is the only method that
resolves the artifacts on the base of the bierkrug, as shown in Fig. 4(d). It is
also the one that gives the best reconstruction of the smaller handle, as shown
in Fig. 4(h).
Fig. 5 shows the point set and the single and ensemble MPU reconstructions of
the armadillo model. The normals are obtained either by single or by ensemble
estimation. In the experiments, for normal ensembles, the sampling rate d is
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0.1 and the number of ensemble members m is 6. For surface ensembles, the
sampling rate is 0.2 and the number of ensemble members is 11.
The surface ensembles in Figs. 5(c) and 5(f) outperform the single reconstructions in Fig. 5(b) and 5(e). Similarly to the experimental results for the bierkrug,
the model in Fig. 5(f), obtained using ensembles both for normal estimation and
surface reconstruction, has the highest visual quality. Indeed, the artifacts have
been eﬀectively removed, while all the important geometric detail is preserved.
Note that the input of this experiment is the original raw data from the Stanford
3D scanning repository and the results should not be compared with reconstructions using ﬁltered clean data. In the MPU reconstructions, we did not use the
conﬁdence values provided with the point data.
Table 6 shows timing statistics of the ensembles with information about the
model sizes.
Table 6. Timing statistics: The computation time is measured as in Table 2
Normal estimation Surface reconstruction
# Points Single Normal Single
Surface
Normal ensemble MPU
ensemble
Bierkrug 500,690 63.91
540.57
33.14
170.27
Armadillo 1,394,271 410.07
2102.1 107.89
304.55
Model

7

Discussion and Future Work

Ensemble is a powerful statistical tool with a wide range of applications. It facilitates the handling of large noisy data and thus it is well suited for the problem of
surface reconstruction from scanned data, as well as the closely related problem
of normal estimation.
In our previous short paper [1], we used the ensemble technique to enhance
the performance of a surface reconstruction algorithm. In this paper, we apply
the ensemble to the problem of normal estimation. We show that ensembles can
increase the resilience of existing normal estimation algorithms in the presence
noise and outliers.
Normal and surface ensembles can be naturally combined by using the output
of the normal ensemble as the input of the surface ensemble. We found that this
combination maximizes the quality of the ﬁnal reconstructed surface because
it deals with both kinds of outliers that might create unwanted artifacts. The
normal ensemble deals with normal outliers in the form of wrongly oriented
normals, while the surface ensemble deals with spatial outliers.
On the technical side, we propose a new method for normal averaging in the
presence of noise and outliers. Compared to the mean averaging, our method
produces more accurate normal estimates on inputs with outlier points. It also
outperforms the averaging by Eq. (8), which is a simple extension of the robust
averaging we used for surface ensembles. The reason is that our method does
not only remove outlier normals but also averages as many inlier normals as
possible.
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To validate the ensemble technique, we made experiments with several point
sets with diﬀerent noise proﬁles, sampled from the same implicit surface. Naturally, we found that our algorithm shows considerable improvements on inputs
with outliers, while it shows small improvements on inputs with only moderate
noise. In addition, we experimented with diﬀerent sampling rates and numbers of
ensemble members. While the optimal sampling rate for a surface ensemble is almost always the same, the optimal sampling rate for normal ensembles decreases
when the noise of the input increases. The experiment with diﬀerent numbers of
ensemble members showed the trade-oﬀ between the accuracy of the estimated
normals and computational time. As the number of ensemble members increases,
so does the accuracy of the results and the computational cost.
As the ensemble algorithms naturally ﬁlter out the noise of the data, they have
several similarities with smoothing. For example, the size of the local neighborhoods used in most smoothing algorithms is related to the density of the random subsampling of the ensembles. We believe that random sampling reﬂects
the probabilistic nature of the noise better, compared to the deterministically
deﬁned k-neighborhoods. Another advantage of the ensembles over smoothing
is their ability to cope with outliers. By ﬁltering out outliers before averaging,
ensembles can prevent a wrongly oriented normal or a misplaced point from
aﬀecting the ﬁnal surface. In contrast, surface reconstruction without proper
handling of outliers can generate a highly distorted shape which may not be
remedied by smoothing.
Compared to the deterministic approach, one drawback of the method is the
higher computational cost. However, accurate normal estimations enhance the
performance of the surface reconstruction algorithms and further increase the robustness of the surface ensemble technique. This way, we also increase the possibility of obtaining an accurately reconstructed surface which will require less human
labor for postprocessing.
In terms of memory cost, an ensemble technique may seem to need more memory than the corresponding single reconstruction technique because we should
keep several outputs for averaging to generate the ﬁnal output. However, in
practice, the dominant memory consumption usually happens when we run the
reconstruction technique, which may need additional data structures for processing. By applying the reconstruction technique to the subsets of input in turn and
storing the results to ﬁles, we can separate the ensemble generation and averaging steps. In this case, each subset is much smaller than the input and the
memory cost will be reduced in the step of ensemble generation. For averaging step, the memory cost may not increase if we can compactly represent the
reconstruction results by removing additional data structures not used anymore.
We notice that the way we have put the MPU and Hoppe’s method for normal
estimation into a probabilistic setting is extremely simple, i.e., random subsampling of the data set. We expect that the same framework can be readily applied
to improve the performance of other normal and surface reconstruction algorithms. It is our future plan to experiment with other algorithms and verify
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the validity of that claim. A more challenging future work will be a theoretical
analysis of the eﬀects of the sampling rate and the number of ensemble members
on the quality of the reconstructed surface.
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